
Example 1 
 
EJO used social network analysis to assist its city attorney in convicting a group of 
“slumlords” of various housing violations that the real estate investors had been side-
stepping for years.  (EJO is a small non-profit economic justification organization)  The 
housing violations, in multiple buildings, included 

 Raw sewage leaks 
 Multiple tenant children with high lead levels 
 Eviction of complaining tenants 
 Utility liens of six figures 

 
The EJO had been working with local tenants in run-down properties and soon started to 
notice some patterns.  The EJO began to collect public data on the properties with the 
most violations.  As the collected data grew in size, the EJO examined various ways in 
which they could visualize the data, making it clear and understandable to all concerned.  
First, they looked at the real estate holdings, then the owners of the holdings, and then 
their connections, which led to other connections, and more people and entities. 
 
The EJO worked with the tenants and city inspectors to assess the buildings and 
document with violations.  But every time documented problems were delivered to the 
current LLC (Limited Liability Corporation) owners by city officials, nothing would 
happen.  When the city’s deadline approached to fix the violations, the old LLC owner 
would explain that the property had changed hands and they were no longer involved.  
The buildings continued to deteriorate as owner after owner avoided addressing the 
violations. 
 
Fig. Ex1a shows how a building came under new ownership.  The links show the “sold 
to” flow as building ownership changed from left to right.  Every time a property changed 
hands, it became a new LLC with new owners.   
 

 
Fig.  Ex1a 

 
Fig. Ex1b shows ownership/business ties for each LLC.  This data was gathered by the 
EJO from public records.  Everything appears normal – a different set of players in each 
LLC. 
 



 
Fig.  Ex1b 

 
Yet, things were not normal.  The EJO discovered that some of the LLC owners were 
married.  As the EJO peeled the onion, more family ties were found within, and between 
the LLCs.  Fig. Ex1c shows the new links as found in public records.  The business 
transactions were happening within extended families.   
 

 
Fig. Ex1c 

 
Fig. Ex1c revealed two family clusters.  Yet, there was a curious gap: the transaction 
between ghi LLC and jkl LLC.  Were these clusters connected?  How?  These questions 
soon led to a key discovery: the mastermind behind the conspiracy.  Fig. Ex1d reveals the 
family matriarch and patriarch.  The matriarch (Heather) was discovered in public 
records, explaining the gap.  Then her current husband (Moe) was a quick deduction.  
The gap turned out is the dividing line between Heather’s first family and her current 
family.  She was the point of overlap between the two groups. 
 



 
Fig. Ex1d 

 
Once Moe was uncloaked, the EJO’s chief investigator decided to explore how he was 
connected – what other business ties did he have?  It turned out that Moe had ownership 
interests in several restaurants throughout the metropolitan area and he was on the board 
of a mortgage company (Fig. Ex1d).   
 

 
Fig. Ex1d 

 
The mortgage company had financed many of the real estate transactions.  Fig. Ex1e 
shows the complete picture.  It was now obvious that properties exchanged hands not as 
independent and valid real estate investments but as a conspiracy to avoid fixing the 
building violations.  The darker links represent borrowed money flowing into the 
buildings through new mortgages.  As time went on, and the buildings appreciated in 
value during a real estate boom, loans from the mortgage company allowed the owners to 



“strip mine” the equity from the buildings.  This is a common slumlord modus operandi: 
they suck money out of a building rather than put money back in for maintenance. 
 
The city attorney combined the network analysis with the city’s own extensive 
investigation and was able to get a conviction of key family members.  Later, all of one 
building’s tenants filed a civil suit using much of the same evidence and won a sufficient 
award to allow all of them to move out into decent housing. 
 

 
Fig. Ex1e 

 
 
Example 2  
 
http://www.mensk.com/tracking-identity-of-ddos-for-bitcoins-criminal-service-
operator-with-maltego-splunk-and-domaintools/ 

Connecting the Dots: Tracking Identity of DDOS-for-Bitcoins criminal service 
operator with Maltego, Splunk and Domaintools 

 
Example 3 
 
Police Sergeant Gary Smith and the Homicide Bureau at the Miami Dade Police use 
several tools to refine their investigation process, including DNA, fingerprints, and ISYS 
software.  Sergeant Smith describes how ISYU helped the department crack an unsolved 
murder. 
 
A company that customized corporate jets won a major contract that involved working 
with new equipment, which required extra training.  Four people were selected for the 
training, who would car-pool twice a week to Fort Lauderdale.  One day, the four were 
returning from training when gunshots were fired through the roof and sides of the car.  



Three in the car were injured and one died on the scene.  Sergeant Smith and his team 
began investigations. 
 
A search returned a shotgun with a ground-off serial number.  Eventually the serial 
number was raised and the registered owner traced: Gerardo Manso.  Manso was an 
employee of the same company as the victims, but he had not been selected for extra 
training.  He had positioned himself on the roof with a shotgun and when the four 
returned from training he opened fire on the car. 
 
After hours of interrogation, Manso confessed to the homicide.  Coincidentally, ISYU 
had come online at the Bureau.  The first name Sergeant Smith entered into ISYU, 
Gerardo Manso, appeared in another report. 
 
This case involved a drive-by shooting.  The victim worked in a grocery store and was 
rumored to be having an affair with another employee: Manso’s wife.  When interviewed, 
Manso’s wife denied the affair and mentioned her husband’s name.  This was recorded in 
the report, but because the affair was denied, the investigators were unable to find a 
motive or a suspect. 
 
When confronted with this murder, Manso also confessed to the previous crime and was 
booked.  “Without ISYU, this information would never have been accessed.  Manso’ 
name would never have been entered in the restricted fields of the database were was 
using, and the case would never have been solved”, says Sergeant Smith. 
 
Example 4 
 
https://community.tibco.com/wiki/busting-financial-crime-tibco 
 
Busting Financial Crime with TIBCO 
 
 
Example 5 Crime Pattern Analysis 
 
A police department had a large collection of police information reports (PIRs) that were 
filled out by officers at the time of recording incidents over a period of several years.  
The main portion of each PIR holds a text description of the incident.  The department 
was seeking a capability to identify historical crime patterns from a large volume of 
unstructured data. 
 
There are many questions investigators needed to get answered quickly: 
 Are there correlations between the crime type and location of the incident? 
 What are the distributions of crime types involving suspects of different ethnic 

origin? 
 How can I quickly extract reports characterized by certain parameters of interest?  

For example, robberies performed by white teenagers involving the knife threat. 



 Are there correlations between the type of crime, weapon employed and the 
location of the incident? 

 What is the most typical weapon in cases when high school students are charged 
with weapon possession? 

 
Traditionally, the process of finding answers to these questions involved the analysis 
confined only to the structured portion of the data, somewhat enhanced by an officer’s 
ability to recollect relevant past cases and repetitive keyword-based searches of the text 
portion of reports.  Manual analysis of all PIRs was a cumbersome, time-consuming 
process prone to errors and biases.  New automated text analysis could help the agency 
quickly and consistently discover important patterns in crime occurrences and empower 
police officers and analysts to 
 Learn from historical crime patterns, and enhance the crime resolution rate 
 Preempt future incidents by putting in place preventive mechanisms based on 

observed patterns 
 Reduce the training time for officers assigned to a new location and having no 

prior knowledge of site-specific crime patterns. 
 Increase operational efficiency by optimally re-deploying limited resources (such 

as personnel, equipment, etc) to the right place at the right time. 
 
An overall objective was to create an analytical solution that investigators can routinely 
use to identify new patterns and associations between types of incidents, locations, time 
and descriptive details of the incident.  The developed approach consists of a series of 
steps: 
 Pre-process data to a format suitable for further analysis 
 Extract important concepts and terms through text mining 
 Analyze patterns and co-occurrences of identified concepts 
 Develop an automated solution for crime pattern analysis 

 
Data Pre-processing: the original PIR data was in the form of text documents and 
contained information entered by the investigating officer at the time of the incident.  All 
this information was stored as unstructured text reports, singling out only the date the 
report was filed, the corresponding police station, and the classification of an event by a 
field officer filing the report.  These text documents were parsed into a database format 
separating structured and unstructured portions of PIRs.   
 
Concept extraction: text analysis starts with capturing key concepts and terms in text 
descriptions present in PIRs with the help of a text mining engine.  This engine can run in 
an unsupervised mode, when clusters of unusually frequently occurring terms are 
automatically discovered by the system, or a supervised mode, when user focuses the 
analysis performed by a text mining engine to only primary topics of interest to the user. 
 
A police investigator exploring historical reports might want to capture all terms related 
to weapons, narcotics and schools and then check if there exist correlations between the 
discovered items and other crime characteristics (such as event type and location).  The 
user does not have to manually specify all possible particular instances of weapons.  



Based on a comprehensive dictionary of English terms and semantic relations between 
them, the software tool should be able to expand the search and find all possible weapon-
related terms in the collection of investigated police reports. (Fig, Ex5_a) 
 

 
Fig. Ex5_a: the clustering of concepts from free-form text 
 
Pattern analysis: all extracted terms were used for tagging individual reports, allowing 
further usage of these terms as new structured attributes of individual PIRs together with 
the original structured data: event type and location.   
 
E.g., a matrix defining attributes and values can be used for analyzing PIR data.  There is 
one dimension defined by values of a structured attribute – event type and four more 
dimensions defined by values extracted from the main text portion of police reports: 
ethnicity and age of suspects, location of the incident and weapon used, the suspect 
ethnicity (which were defined as white, Asian, Hispanic and black), and age groups 
(teens, twenties, thirties, forties and fifties etc) and incident locations.   
 
 
Example 6 Violent Crime (Clustering and Decision Tree) 
 
Example 7 Predicting Crime (Decision Tree) 
 
Example 8 Email Data Analysis (Email classification) 
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Busting Financial Crime with TIBCO
— Ana Costa e Silva, PhD
    Senior Data Scientist, TIBCO Software

What if you could use just one financial crime fighting solution that would
empower your business users to improve handling of financial crimes such as anti-
money laundering (AML), credit card fraud, trade surveillance, or medical fraud?
Current financial crime fighting systems have a number of disadvantages, including:

• They flag too many false positives that cause investigators to focus on the 
wrong cases.

• They involve manual procedures that result in investigations taking too long 
to complete.

• They tend to be a “black box” requiring expensive consultancy to keep ahead 
of the fraudsters’ ever-changing tactics.

In the following pages we explore how TIBCO’s financial crime solution addresses 
these disadvantages. 

PRODUCING MORE RELEVANT ALERTS
TIBCO’s approach to fighting financial crime places machine learning at the center
of the crime detection system. Machine learning models use historic data to
learn how to spot risky or abnormal behavior exhibited by transactions, clients,
suppliers, or other players. It uses two types of models:

Supervised learning algorithms, which tell us how similar to past 
fraud a new transaction is.

Unsupervised learning algorithms, which tell us how odd a new 
transaction seems when compared to past transactions.
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The first model guarantees accuracy, the second the ability to adapt to
changing realities.

These models learn from history and then these learnings are applied to the
present, either in real time or in batch, by simply scoring current data against the
models. Transactions that are found to be fraud-like or odd beyond a certain 
threshold will be manually investigated. The setting of the threshold is a business 
decision supported by what-if analyses in TIBCO Spotfire®.

The following examples explain how the solution can be trained to detect 
different types of crime.

SUPERVISED LEARNING ALGORITHMS
Modeling with supervised learning algorithms involves obtaining data of confirmed 
fraudulent and non-fraudulent cases. For example, for a list of transactions monitored 
for AML, one column contains a value of “1” when past transactions were fraudulent 
and a value of “0” when non-fraudulent. Decision trees, random forests, neural 
networks, support vector machines, and logistic regression are all examples of 
supervised learning algorithms. Given everything else known about each transaction, 
they generate optimal ways (models) of separating the 1s and 0s to obtain true 
positives with a minimum of false positives.

A model is a summary of a pattern in the historic data and therefore a much 
smaller representation of the original data. For example, the decision tree in 
Figure 1 could have been learned from millions of lines of historic data.

If value of the transaction > 40K then

     If proportion of value over average balance is >85% then

          Probability of a transaction being Fraud = 80%, 

     else Probability of a transaction being Fraud = 30% 

else Probability of a transaction being Fraud = 10%.

Figure 1 Example of the result of a decision tree algorithm on a big data set.

TIBCO Spotfire is a visual analytics software tool that allows you to run advanced
statistical models. An easy-to-use Spotfire template can guide the business
end-user through the steps of building and testing model types, even if the
user has no deep knowledge of statistics or data science. The user just needs to
understand the business.

Figure 2 below shows an example of such a template. On the left hand side 
under “Response” the user chooses the variable he wants to model. As an example 
for credit card fraud, the variable would contain the value 0 for all non fraudulent 
transactions and 1 for the fraudulent ones. Under “Predictors,” the user chooses 
which features, or columns, of the data he wants to use to build the model. Then 
under “Models,” the user has the option to try different types of models.

TIBCO SPOTFIRE
TIBCO Spotfire® data visualization 
and analytics software delivers 
the most complete set of 
analytics to empower every 
individual to develop and depict 
critical insights for faster, better 
decision-making. With Spotfire, 
organizations can seize new 
business opportunities and avoid 
risks with unmatched speed 
and flexibility. Using interactive 
dashboards, visualizations, and 
predictive and event-driven 
analytics, users can develop 
insights immediately on any 
device. Spotfire is an enterprise-
class analytics platform that 
helps both business and technical 
users quickly explore data to 
develop actionable insights, 
without requiring IT intervention.

TERR
TIBCO® Enterprise Runtime 
for R (TERR) provides a fast 
and powerful enterprise-grade 
platform on which to run a 
huge variety of advanced 
analytics based on the popular 
R language. In addition to broad 
R package compatibility, TERR 
delivers superior performance 
and memory management for 
running existing scripts and 
large datasets. TERR is: 

• Embedded in TIBCO Spotfire® 
Desktop and TIBCO Spotfire® 
Analyst, with no additional 
installation needed, and in 
third-party products and 
custom applications

• Integrated into the TIBCO 
platform, including TIBCO 
StreamBase® and TIBCO 
BusinessEvents® streaming 
analytics for real-time 
predictive model scoring

• Deployable in big data 
environments (such as 
Apache® Hadoop® and 
Spark®) and in grids (via 
TIBCO GridServer®) for fast, 
advanced analysis of big data

• Free to individual R users 
from tap.tibco.com
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Figure 2 Example of a Spotfire template where business users can train and test 
different supervised models.

Spotfire can automatically detect the presence of new columns in a dataset, 
and add them to the list of Predictors, which means the user can quickly and 
dynamically adapt a Spotfire template to include new features. The user is also 
free to include a number of algorithms or just one. When the user presses the 
button “Fit models in parallel,” Spotfire calls out to its statistics engine to run the 
relevant calculations. Results, including any quality tests performed, are published 
back to Spotfire. In the example in Figure 2, the user only needs to know that 
the best model is arguably the one with highest Area Under the Curve (ACU) as 
shown in the table.

The Spotfire data function carries out all of this work in the background 
typically needs to be developed by a data scientist. Data functions are 
calculations using your preferred statistical scripting language or workflow 
tool and are designed for collaboration. Once the data function is created, it 
can be easily shared. Any analyst can use data functions without needing to 
know any coding. All appropriate business users are empowered to make better 
decisions, including creating fraud models, without being exposed to unnecessary 
complexity. Spotfire supports data functions in different statistical engines, such 
as TIBCO® Enterprise Runtime for R (TERR), which is embedded in Spotfire, as 
well as in open-source R, SAS, Matlab, KNIME, and Lavastorm.

UNSUPERVISED LEARNING ALGORITHMS
Using only supervised models is not enough. In fact, some companies may be 
starting a financial crime fighting unit without historic knowledge about which 
transactions were fraudulent and which were not. Even when you do have historic 
knowledge, it is never certain whether all past fraud cases were correctly identified. 
And even when this certainty is fairly high, fraudsters are creative, and if one strategy 
did not work, they will try a new one that will leave a different fraud trail behind.

TIBCO recommends using a combination of supervised and unsupervised 
models, and the TIBCO solution accommodates this.
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Unsupervised models have no requirements for prior knowledge about which 
transactions were fraudulent and which were not. Without a goal variable per 
se, this type of algorithm aims to capture what is “normal” in the data and which 
different types of normal there are. Clustering algorithms and self-organizing 
maps are examples of this type of model. When applied to financial crime data, 
these methods allow for profiling normal operations and spotting unusual ones. 
Unusual does not mean criminal, it means warranting human verification.

Figure 3 below contains an example of a Spotfire template that, with minimal 
training, a business user can use to develop an unsupervised model. In this case, 
a well-established matrix operation called Principal Component Analysis (PCA) 
is used to represent all transactions. The relevant components are shown on the 
axes, where normal transactions appear close to the origin of the chart (0,0 point) 
and abnormal ones farther from that point. The distance of any new transaction 
to this origin is a measure of its oddity. This relevant information is not the result 
of any human assumption, but is derived directly from the pattern drawn by the 
whole history of transactions. Transactions that are unusual beyond an agreed 
threshold should be investigated.

Figure 3 Example of a Spotfire template in which business users can develop an 
unsupervised model.

GOOD FEATURES MAKE GOOD MODELS
Any predictive model is as good as the features put into it. One challenge 
companies often face is identifying which characteristics to focus on to identify 
fraudulent events. Good fraud features are those that allow spotting unusual 
behavior. Often external business consultants are hired to suggest such features, 
but it’s been our experience that the best features are already intuitively known 
by the experts in the firm. Consultants often gather business knowledge from 
internal experts and translate this knowledge into quantifiable features that can 
be extracted from their databases using SQL. For example, in AML, some relevant 
features are:

• Total amount of cash withdrawn. Unusually high values warrant an investigation.

• Value of withdrawal as a proportion of the account owner’s average balance. High 
value withdrawals in relation to the average account balance are worth checking.

• The amount of time between the withdrawal and a previous deposit of a 
similar amount.
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• The value of the withdrawal as a proportion of the value of the previous deposit.

• The value of the withdrawal as a proportion of the mean withdrawal of 
customers who share similar characteristics (gender, age, income, etc.) or of 
companies in the same economic sector, size, and region.

• Whether the account owner has a family relationship with one of the bank  
staff, etc.

Many of these features are gathered and monitored with systems such as 
Actimize, but are treated with individual, and not mathematically optimized, 
thresholds. Mathematical models can combine all features optimally.
A different set of features would be used for finding fraud in medical insurance 
claims. Imagine an insurance policy that covers 100% of all emergency claims. An 
obvious fraud for this policy is to declare routine procedures as emergency. The 
incentive for this potential fraudulent behavior is specific to the set-up of this 
particular insurance policy. This is why your business people, who understand the 
terms of your different policies, will know best what would be unusual and potentially 
fraudulent behavior. A conversation with the database administrators is all they need 
in order to derive the optimal SQL that helps grasp the relevant features. Relevant 
features for this policy might be:

• Total number and proportion of emergencies by doctor / clinic / patient

• Time between an emergency appointment and the purchase of the 
prescribed medicine

• Time between emergencies per patient and per family

When features have been crystallized into SQL, Spotfire can collect this data 
straight from the relevant datasource and visually portray how transactions 
behave. For example, on the left hand chart of Figure 4, it’s easy to spot odd 
behavior. In Spotfire you can select the people or transactions that display the 
oddest behavior and list them. A quick investigation of a few cases will provide a 
better feel for the usefulness of the features in detecting criminal activity. 

If historic data already contains the information on which transactions were 
fraudulent or non-fraudulent, this knowledge can inform the search for fraud 
revealing features. On the right hand chart of Figure 4, a zoomed-in box plot shows 
that transactions with higher value have also been more likely to be fraudulent. 

Network charts provide another rich source of insight to identify people who 
have a big impact on the network as a whole, for example, people or organizations 
receiving a large amount of cash deposits from many different people.

Figure 4 Visual analysis of AML related features with no past knowledge about 
which were fraudulent. The left visualization is deceivingly powerful and plots the 
number of credit card transactions from all users in the last 24 hours. It shows 
that the majority of people have very stable behavior (around 0), with just a few 
users showing unusual values that would merit investigation. The right shows a 
distribution of selected variables by status showing that higher value transactions 
are more often fraudulent.
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One does not necessarily need to visualize every feature, however. Especially for 
big data containing many features, it may be impossible to visualize them one 
by one. The results of the supervised model can guide the search for the most 
relevant features for spotting fraudulent activity. We should then visualize these 
individually. Figure 5 shows which features have a higher contribution to the 
model (the longer the bar, the more important the feature). Although Figure 
4 showed that “Value” (eighth in rank) is important, other features are more 
powerful at distinguishing fraudulent transactions.

Figure 5 Visualizing the contribution of different predictors used in a model.

A combination of visualizing the ranking of the features as well as the detail of the 
individual features is important for a number of reasons: 

1 Validation of the model’s quality. Maybe your best feature is so good because 
it is part of the answer and should therefore be excluded. For example, if you 
inadvertently included the total value of fraud that was stopped as a predictor, 
that will obviously (and erroneously) appear as the best predictor.

2 Correlation is not causation. It is necessary to ask questions that lead to a 
better understanding of the reality being predicted. 

3 Validation of the data’s quality. Were you expecting a different feature to 
have more power than what is showing? Perhaps there are data quality issues 
causing a lack of relevance, or maybe outliers introduced a bias. These quality 
issues can be quickly spotted in a visualization.

4 Surprising top features. Sometimes predictors expected to be irrelevant turn 
out to have huge predictive ability. This knowledge, when shared with the 
business, will inevitably lead to better decisions.

5 Inspiration for new features. Sometimes the most informative features are the 
reason to delve into new related information as a source of other rich features. 

6 Computational efficiency. Features with very low predictive power should 
be removed from the model as long as the prediction accuracy on the test 
dataset stays high. This ensures a more lightweight model with a higher degree 
of freedom, better interpretability, and potentially faster calculations when 
applying it to current data, in batch or real time.

STREAMING ANALYTICS
TIBCO’s streaming analytics 
solutions allow you to capture, 
aggregate, and analyze real-time 
and historical data of any variety, 
volume, and velocity to gain 
contextual awareness and act 
preemptively. Our technologies 
supply the ability to:

• Understand historical 
patterns and dynamic 
event sequences

• Anticipate by monitoring 
all event streams, filtering 
for certain sources or 
qualities, correlating in 
real time, and detecting 
meaningful patterns

• Act by first testing measures 
of event significance, then 
setting business rules that 
drive action, which could 
include creating new events 
to be fed back into the 
system for discovery

• While capabilities vary 
based on goals and 
requirements, our best-in-
class technologies rapidly 
capture, analyze, and act on 
any complex combination of 
events in real time:

TIBCO BusinessEvents®

TIBCO StreamBase®

http://www.tibco.com/products/tibco-businessevents
http://www.tibco.com/products/tibco-streambase
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HAVE YOUR MODELS, NOW WHAT?
Once business users have created and tested the new models that efficiently 
spot potentially fraudulent transactions; They can use Spotfire as an interface 
to manage how the models will be deployed. The models allow boiling all 
incoming predictors into two measurements: fraudulence and abnormality. It is 
now time to set adequate thresholds for them. Embedded what-if analysis in the 
Spotfire template allows setting thresholds for the two metrics and balancing 
the expected number of alerts with the size of your investigative team. Notice 
that these two metrics are machine-learning optimized to combine all incoming 
predictors in the best possible way.

HOW TIBCO DEPLOYS MODELS IN REAL TIME
Because a model is a summary of historic data, it can be as light as an equation 
and live beyond the data. Once the user is satisfied with the quality of the model 
and the respective thresholds, a press of a button in the Spotfire template is 
all that’s required to send that model to the real-time event processing engine 
that will monitor transactions as they occur. TERR, TIBCO’s statistics engine, has 
excellent integration with all of TIBCO’s streaming analytics products to support 
this automated capability.

REDUCING INVESTIGATION TIME
How does TIBCO propose dealing with the second biggest flaw in current fraud 
detection systems: the fact that each alert takes too long to investigate?

TIBCO’s streaming analytics software sits elegantly in the background. It 
seamlessly receives models updated from Spotfire and uses these to score in 
real-time every single transaction for its probability of fraud and abnormality. In 
TIBCO’s Fraud Accelerator, a TIBCO StreamBase® workflow receives the model(s) 
and threshold(s) from Spotfire. It keeps track of model versioning, applies the 
model to the streams of transactions in real time, separates those that exceed the 
respective thresholds, and for each of these alerts creates a new case in TIBCO’s 
Business Process Management tool (BPM). StreamBase also collates the context 
of each alert from any number of data sources using Spotfire and sends an 
email to investigators warning them a new potentially fraudulent transaction has 
been spotted. It also sends all output data to TIBCO® Live Datamart and TIBCO 
LiveView™, which allows visualizing the flow in real time.

Figure 6 provides an example of an automatically generated email report. It 
includes the ID of the transaction, a link to the respective investigative template, 
the scores for probability of it being like past fraud and for its degree of oddity, 
the respective thresholds, and the model versions that generated the scores. It 
also includes two links:

1 To a new Spotfire instance, shown in Figure 7, which contains all the relevant 
context regarding the specific transaction—including data gathered from 
available data sources about all people or companies involved. The interactive 
nature of Spotfire enables users to complete a swift but solid investigation 
from any choice of web browser for computer or mobile device. In this case, 
the network chart shows that the sender has had transactions with two more 
people who had received AML alerts in the past. 

BUSINESS PROCESS 
MANAGEMENT
Your processes should conform 
to your business requirements, 
not to your system capabilities. 
TIBCO’s completely model-
driven business process 
platform provides the complete 
spectrum of business process 
styles as well as unprecedented 
scalability and performance 
to handle all of your business 
process needs:

• Use a model-driven 
environment to speed and 
simplify process design, 
shielding implementation 
complexity with a 
fast, collaborative, and 
iterative approach  

• Work with any process 
style: human and system 
integration processes, 
human workflows, dynamic 
and event-driven processes, 
case management, to-do 
lists, or approval processes 
in a single platform 

• Alleviate IT involvement 
in day-to-day changes. 
Business users can adjust 
and change their operations 
immediately to take 
advantage of opportunities 
or avoid threats  

• Rely on a native integration 
foundation for true business 
digitalization, allowing your 
data, people, processes, 
systems and things to 
be easily and seamlessly 
brought together to support 
all your business initiatives  

TIBCO ActiveMatrix® BPM

http://www.tibco.com/products/tibco-activematrix-bpm
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2 To the case that has been created in TIBCO’s Business Process Management (BPM) 
tool. BPM can serve as investigators’ front-end, such that all actions taken on 
each and every alert are auditable any time in the future. BPM allows investigators 
to log in, see the cases that have been assigned to them, open the respective 
investigation, consult the context via BPM’s embedded Spotfire instance (Figure 
6B), and take action such as escalating the case, considering it fraud or non-fraud, 
or informing the relevant financial authority.  
The embedded Spotfire instance also allows zooming out of each case 
and managing the pipeline of cases, identifying bottlenecks or procedural 
steps that should be restructured or automated, spotting users who follow 
inconsistent procedures or investigate in a biased manner, tracking model 
quality and suggesting model revision, though this can actually be done in real 
time as well.

In the Accelerator we have embedded model quality tracking into BPM, from 
which users can be warned of the need to manually revise the model. In reality, 
TIBCO provides a lot of flexibility regarding how to incorporate model quality 
tracking into a financial crime fighting solution. For example, tracking can be 
done in real time and model revision can be triggered automatically, if quality is 
perceived to be diminishing, using TIBCO Spotfire® Automation Services; the new 
model can be tested against the previous one and updated if deemed better; 
users can be notified automatically.

Figure 6 Example of a Spotfire email report including a visualization providing 
relevant context, the ID of the transaction, and a link to the respective 
investigative template (Figure 7).

FINANCIAL FRAUD 
ACCELERATOR
TIBCO accelerators are 
provided as fast start templates 
and design pattern examples. 

The Fraud Accelerator 
uses Spotfire Analyst to guide 
data professionals through 
developing both supervised 
and unsupervised models to 
detect probability of fraud 
and transaction abnormality 
from a known dataset. Models 
are developed using the R 
programing language and 
then hot deployed to TIBCO 
StreamBase for evaluation 
at runtime using TIBCO 
Enterprise Runtime for R. When 
a transaction is scored it will 
either pass, or be flagged as 
probable fraud, odd transaction, 
or both. When this occurs the 
streaming analytics platform 
raises an alert and creates a 
case in ActiveMatrix BPM that 
facilitates the investigation of 
the potential fraud. 

TIBCO Fraud Accelerator

https://community.tibco.com/modules/financial-fraud-detection-accelerator
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Figure 7 Investigative template that can be sent to an investigator in real time 
containing the entire context of a risky transaction.

SELF-LEARNING ABILITIES 
One important advantage of TIBCO’s solution is that, in time, organizations 
become better at spotting financial crime. First, by gathering better features; second, 
as the system generates alerts, transactions are investigated and classified as either 
a true or false fraud alert. This knowledge is fed back into the system and informs 
the next round of the supervised model. So naturally, the more often the system 
runs (with the latest information available), the better it gets at finding future fraud 
that looks like past fraud. This is what the term “machine-learning” actually means, a 
machine that is capable of learning on its own. 

TRANSPARENCY
Another important advantage of TIBCO’s solution is that it is not a black box and 
in fact all important parts are open to the business. For example, better models 
often come from better features. Business users can try new features in Spotfire 
from an easy-to-use dashboard and visually test their relevance (as we do in 
Figure 4). These features feed straight into the supervised model, which produces 
a clear measurement of their worth in detecting past fraud (as per Figure 5). 

Another aspect of transparency is that the algorithms that create the 
supervised model, the unsupervised model, and the actual scoring of transactions 
are all open and can be consulted from Spotfire. In TIBCO’s Fraud Accelerator, we 
used algorithms written in TERR. Your business users can apply these from easy 
to use dashboards and keep focused on the business at hand, not on the nuts and 
bolts of the technology or maths. However, because the algorithms are entirely 
open, your own data scientists can not only customize them but also replace 
them at will with their favourite approaches. 



WHITEPAPER | 10 

Global Headquarters 
3307 Hillview Avenue 
Palo Alto, CA 94304
+1 650-846-1000 TEL 
+1 800-420-8450 
+1 650-846-1005 FAX
www.tibco.com

TIBCO enables digital business solutions through smart technologies that interconnect everything and augment 
intelligence. This combination delivers faster answers, better decisions, and smarter actions. TIBCO provides 
a connected set of technologies and services, based on 20 years of innovation, to serve the needs of all parts 
of an organization—from business users to developers to data scientists. Thousands of customers around 
the globe differentiate themselves by relying on TIBCO to power innovative business designs and compelling 
customer experiences. Learn how TIBCO makes digital smarter at www.tibco.com.
©2015–2017, TIBCO Software Inc. All rights reserved. TIBCO, the TIBCO logo, and ActiveMatrix, GridServer, Spotfire, StreamBase, and TIBCO BusinessEvents 
are trademarks or registered trademarks of TIBCO Software Inc. or its subsidiaries in the United States and/or other countries. Apache, Hadoop, and Spark, are 
trademarks of The Apache Software Foundation in the United States and/or other countries. All other product and company names and marks in this document 
are the property of their respective owners and mentioned for identification purposes only.

05/12/17

CONCLUSION 
Understanding risk and opportunity in real-time is critical and many organizations 
already hold the data that makes this possible. However, all too often it is difficult 
to reach or wrangle quickly enough. The goal is to make better use of your data 
to build up better defenses and reduce fraud and financial crime losses. Too much 
effort is spent managing relentless fraud attempts without the incomparable 
speed and insight delivered by self-learning analytics.

The scale of today’s problem means that you need easy access to constantly 
updating transaction information to be able to react precisely. TIBCO brings 
together different analytic solutions in a flexible, integrated platform that can 
be controlled by business users. It delivers continuously self-learning models 
fed by historic and real-time information, giving you a smooth user interface for 
intelligently improved customer experiences.
TIBCO proposes one modular financial crime fighting solution for anti-money 
laundering (AML), credit card fraud, trade surveillance, medical fraud and other 
financial crime, which: 

• Monitors all transactions in one auditable, repeatable, self-learning process 

• Increases customer satisfaction because it limits involvement to only those 
potentially exposed to real risk 

• Increases investigative team productivity by only calling their attention to 
risky transactions that can be investigated with instantly provided context for 
optimal decision-making 

• Puts advanced mathematics at your fingertips, transparently

• Enables real domain experts to apply their knowledge of specific 
business operations, without the need for a degree in advanced math or 
computer science

• Provides all this via easy-to-use dashboards built for business users 

With machine learning at its heart, TIBCO’s fraud-prevention platform enables you 
to monitor transactions as they occur and easily generate views of accurate, real-
time information within the context of any suspicious transactions. This means you 
can expedite the investigation process so staff across your organisation can evaluate 
potentially risky transactions and make the right decisions quickly. Advanced 
analytics have been used for years; now is the time to move to the next level.

Learn more about the TIBCO Insight Platform by contacting us or by visiting 
www.tibco.com and spotfire.tibco.com.

http://www.tibco.com
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Algorithmic criminology
Richard Berk

Abstract

Computational criminology has been seen primarily as computer-intensive simulations of criminal wrongdoing. But
there is a growing menu of computer-intensive applications in criminology that one might call “computational,”
which employ different methods and have different goals. This paper provides an introduction to computer-intensive,
tree-based, machine learning as the method of choice, with the goal of forecasting criminal behavior. The approach is
“black box,” for which no apologies are made. There are now in the criminology literature several such applications
that have been favorably evaluated with proper hold-out samples. Peeks into the black box indicate that
conventional, causal modeling in criminology is missing significant features of crime etiology.

Keywords: Machine learning, Forecasting, Criminal behavior, Classification, Random forests, Stochastic gradient
boosting, Bayesian additive regression trees

Introduction
Computational Criminology is a hybrid of computer sci-
ence, applied mathematics, and criminology. Procedures
from computer science and applied mathematics are used
to animate theories about crime and law enforcement
[1-3]. The primary goal is to learn how underlying mecha-
nisms work; computational criminology is primarily about
explanation. Data play a secondary role either to help tune
the simulations or, at least ideally, to evaluate how well the
simulations perform [4].
There are other computer-intensive application in

criminology that one might also call “computational.”
Procedures from statistics, computer science, and applied
mathematics can be used to develop powerful visual-
ization tools that are as engaging as they are effective
[5,6]. These tools have been recently used in a crimi-
nology application [7], and with the growing popularity
of electronic postings, will eventually become important
components of circulated papers and books.
There are also a wide variety of computer-intensive

methods used in law enforcement to assemble datasets,
provide forensic information, or more broadly to inform
administrative activities such as COMPSTAT [8].
Although these methods can be very useful for criminal
justice practice, their role in academic criminology has
yet to be clearly articulated.

Correspondence: berkr@wharton.upenn.edu
Department of Statistics, Department of Criminology, University of
Pennsylvania, Philadelphia, USA

In this paper, yet another form of computational
criminology is discussed. Very much in the tradition
of exploratory data analysis developed by John Tukey,
Frederick Mosteller and others three decade ago [9], pow-
erful computational tools are being developed to induc-
tively characterize important but elusive structures in a
dataset. The computational muscle has grown so rapidly
over the past decade that the new applications have the
look and feel of dramatic, qualitative advances. Machine
learning is probably the poster-child for these approaches
[10-13].
There are many new journals specializing in machine

learning (e.g., Journal of Machine Learning) and many
older journals that are now routinely sprinkled with
machine learning papers (e.g., Journal of the American
Statistical Association). So far, however, applications in
criminology are hard to find. Part of the reason is time; it
takes a while for new technology to diffuse. Part of the rea-
son is software; the popular statistical packages can be at
least five years behind recent developments. Yet another
part of the reason is the need for a dramatic attitude
adjustment among criminologists. Empirical research in
criminology is thoroughly dominated by a culture of
causal modeling in which the intent is to explain in detail
the mechanisms by which nature generated the values of
a response variable as a particular function of designated
predictors and stochastic disturbances.a Machine learn-
ing comes from a different culture characterized by an
“algorithmic” perspective.

© 2013 Berk; licensee Springer. This is an Open Access article distributed under the terms of the Creative Commons Attribution
License (http://creativecommons.org/licenses/by/2.0), which permits unrestricted use, distribution, and reproduction in any
medium, provided the original work is properly cited.
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“The approach is that nature produces data in a black
box whose insides are complex, mysterious, and, at
least, partly unknowable. What is observed is a set of x’s
that go in and a subsequent set of y’s that come out. The
problem is to find an algorithm f (x) such that for future
x in a test set, f (x) will be a good predictor of y.” [14]

As I discuss at some length elsewhere [15], the most
common applications of machine learning in criminology
have been to inform decisions about whom to place on
probation, the granting of parole, and parole supervision
practices. These are basically classification problems that
build directly on parole risk assessments dating back to
the 1920s. There are related applications informing police
decisions in domestic violence incidents, the placement
of inmates in different security levels, and the supervi-
sion of juveniles already in custody. These can all be
seen successful forecasting exercises, at least in practical
terms. Current decisions are informed by projections of
subsequent risk. Such criminal justice applications guide
the discussion of machine learning undertaken here. We
will focus on tree-based, machine learning procedures
as an instructive special case. Four broad points will be
made.
First, machine learning is computational not just

because it is computer-intensive, but because it relies
algorithmic procedures rather than causal models.b Sec-
ond, the key activity is data exploration in ways that can
be surprisingly thorough. Patterns in the data commonly
overlooked by conventional methods can be effectively
exploited. Third, the forecasting procedures can be hand-
tailored so that the consequences of different kinds of
forecasting errors can be properly anticipated. In par-
ticular, false positives can be given more or less weight
than false negatives. Finally, the forecasting skill can be
impressive, at least relative to past efforts.

Conceptual foundations
It all starts with what some call “meta-issues.” These rep-
resent the conceptual foundation on which any statistical
procedure rests. Without a solid conceptual foundation,
all that follows will be ad hoc. Moreover, the conceptual
foundation provides whatever links there may be between
the empirical analyses undertaken and subject-matter the-
ory or policy applications.

Conventional regression models
Conventional causal models are based on a quantita-
tive theory of how the data were generated. Although
there can be important difference in detail, the canonical
account takes the form of a linear regression model such
as

yi = Xiβ + εi, (1)

where for each case i, the response yi is a linear function of
fixed predictors Xi (ususally including a column if 1’s for
the intercept), with regression coefficients β , and a distur-
bance term εi ∼ NIID(0, σ 2). For a given case, nature (1)
sets the value of each predictor, (2) combines them in a lin-
ear fashion using the regression coefficients as weights, (3)
adds the value of the intercept, and (4) adds a random dis-
turbance from a normal distribution with a mean of zero
and a given variance. The result is the value of yi. Nature
can repeat these operations a limitless number of times for
a given case with the random disturbances drawn inde-
pendently of one another. The same formulation applies
to all cases.
When the response is categorical or a count, there are

some differences in how nature generates the data. For
example, if the response variable Y is binary,

pi = 1
1 + e−(Xiβ)

, (2)

where pi is the probability of some event defined by Y.
Suppose that Y is coded “1” if a particular event occurs
and “0” otherwise. (e.g., A parolee is arrested or not.)
Nature combines the predictors as before, but now applies
a logistic transformation to arrive at a value for pi. (e.g.,
The cumulative normal is also sometimes used.) That
probability leads to the equivalent of a coin flip with the
probability that the coin comes up “1” equal to pi. The
side on which that “coin” lands determines for case i if
the response is a “1” or a “0.” As before, the process can
be repeated independently a limitless number of times for
each case.
The links to linear regression become more clear when

Equation 2 is rewritten as

ln
(

pi
1 − pi

)
= Xiβ , (3)

where pi is, again, the probability of the some binary
response whose “logit” depends linearly on the
predictors.c
For either Equation 1, 2 or 3, a causal account can

be overlaid by claiming that nature can manipulate the
value of any given predictor independently of all other
predictors. Conventional statistical inference can also be
introduced because the sources of random variation are
clearly specified and statistically tractable.
Forecasting would seem to naturally follow. With an

estimate Xiβ̂ in hand, new values for X can be inserted
to arrive at values for Ŷ that may be used as forecasts.
Conventional tests and confidence intervals can then be
applied. There are, however, potential conceptual compli-
cations. IfX is fixed, how does one explain the appearance
of new predictor values X∗ whose outcomes one wants to
forecast? For better or worse, such matters are typically
ignored in practice.



Berk Security Informatics 2013, 2:5 Page 3 of 14
http://www.security-informatics.com/content/2/1/5

Powerful critiques of conventional regression have
appeared since the 1970s. They are easily summarized:
the causal models popular in criminology, and in the
social sciences more generally, are laced with far too
many untestable assumptions of convenience. The mod-
eling has gotten far out ahead of existing subject-matter
knowledge.d
Interested readers should consult the writings of

economists such as Leamer, LaLonde, Manski, Imbens
and Angrist, and statisticians such as Rubin, Holland,
Breiman, and Freedman. I have written on this too [16].

Themachine learning model
Machine Learning can rest on a rather different model
that demands far less of nature and of subject matter
knowledge. For given case, nature generates data as a
random realization from a joint probability distribution
for some collection of variables. The variables may be
quantitative or categorical. A limitless number of real-
izations can be independently produced from that joint
distribution. The same applies to every case. That’s it.
From nature’s perspective, there are no predictors or

response variables. It follows that there is no such thing
as omitted variables or disturbances. Often, however,
researchers will use subject-matter considerations to des-
ignate one variable as a response Y and other variables as
predictors X. It is then sometimes handy to denote the
joint probability distribution as Pr(Y, X). One must be
clear that the distinction between Y and X has absolutely
nothing to do with how the data were generated. It has
everything to do the what interests the researcher.
For a quantitative response variable in Pr(Y, X),

researchers often want to characterize how the means of
the response variable, denoted here by μ, may be related
to X. That is, researchers are interested in the condi-
tional distribution μ|X. They may even write down a
regression-like expression

yi = f (Xi) + ξi, (4)

where f (Xi) is the unknown relationship in nature’s joint
probability distribution for which

μi = f (Xi). (5)

It follows that the mean of ξi in the joint distribution
equals zero.e Some notational and conceptual license is
being taken here. The predictors are random variables
and formally should be represented as such. But in this
instance, the extra complexity is probably not worth the
trouble.
Equations 4 and 5 constitute a theory of how the

response is related to the predictors in Pr(Y, X). But
any relationships between the response and the predic-
tors are “merely” associations. There is no causal overlay.

Equation 4 is not a causal model. Nor is it a representa-
tion of how the data were generated — we already have a
model for that.
Generalizations to categorical response variables and

their conditional distributions can be relatively straight-
forward. We denote a given outcome class by Gk , with
classes k = 1 . . .K (e.g., for K = 3, released on bail,
released on recognizance, not released). For nature’s joint
probability distribution, there can be for any case i inter-
est in the conditional probability of any outcome class:
pki = f (Xi). There also can be interest in the conditional
outcome class itself: gki = f (Xi).f
One can get from the conditional probability to the con-

ditional class using the Bayes classifier. The class with
the largest probability is the class assigned to a case. For
example, if for a given individual under supervision the
probability of failing on parole is .35, and the probability
of succeeding on parole is .65, the assigned class for that
individual is success. It is also possible with some estima-
tion procedures to proceed directly to the outcome class.
There is no need to estimate intervening probabilities.
When the response variable is quantitative, forecasting

can be undertaken with the conditional means for the
response. If f (X) is known, predictor values are simply
inserted. Then μ = f (X∗), where as before, X∗ represents
the predictor values for the cases whose response val-
ues are to be forecasted. The same basic rationale applies
when outcome is categorical, either through the predicted
probability or directly. That is, pk = f (X∗) and Gk =
f (X∗).
The f (X) is usually unknown. An estimate, f̂ (X), then

replaces f (X) when forecasts are made. The forecasts
become estimates too. (e.g., μ becomes μ̂.) In a machine
learning context, there can be difficult complications for
which satisfying solutions may not exist. Estimation is
considered in more depth shortly.
Just like the conventional regression model, the joint

probability distribution model can be wrong too. In par-
ticular, the assumption of independent realizations can
be problematic for spatial or temporal data, although in
principle, adjustments for such difficulties sometimes can
be made. A natural question, therefore, is why have any
model at all? Why not just treat the data as a population
and describe its important features?
Under many circumstances treating the data as all there

is can be a fine approach. But if an important goal of the
analysis is to apply the findings beyond the data on hand,
the destination for those inferences needs to be clearly
defined, and a mathematical road map to the destination
provided. A proper model promises both. If there is no
model, it is very difficult to generalize any findings in a
credible manner.g
A credible model is critical for forecasting applica-

tions. Training data used to build a forecasting procedure
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and subsequent forecasting data for which projections
into the future are desired, should be realizations of
the same data generation process. If they are not, for-
mal justification for any forecasts breaks down and at
an intuitive level, the enterprise seems misguided. Why
would one employ a realization from one data gen-
eration process to make forecasts about another data
generation process?h
In summary, the joint probability distribution model

is simple by conventional regression modeling standards.
But it provides nevertheless an instructive way for think-
ing about the data on hand. It is also less restrictive and
far more appropriate for an inductive approach to data
analysis.

Estimation
Even if one fully accepts the joint probably distribution
model, its use in practice depends on estimating some of
its key parameters. There are then at least three major
complications.

1. In most cases, f (X) is unknown. In conventional
linear regression, one assumes that f (X) is linear.
The only unknowns are the values of the regression
coefficients and the variance of the disturbances.
With the joint probability distribution model, any
assumed functional form is typically a matter
descriptive convenience [17]. It is not informed by
the model. Moreover, the functional form is often
arrived at in an inductive manner. As result, the
functional form as well as its parameters usually
needs to be estimated.

2. Any analogy to covariance adjustments is also far
more demanding. To adjust the fitted values for
associations among predictors, one must know the
functional forms. But one cannot know those
functional forms unless the adjustments are properly
in place.

3. X is now a random variable. One key consequence is
that estimates of f (X) can depend systematically on
which values of the predictors happen to be in the
realized data. There is the likely prospect of bias.
Because f (X) is allowed to be nonlinear, which parts
of the function one can “see” depends upon which
values of the predictors are realized in the data. For
example, a key turning point may be systematically
missed in some realizations. When f (X) is linear, it
will materialize as linear no matter what predictor
values are realized.

This is where the computational issues first surface.
There are useful responses all three problems if one has
the right algorithms, enough computer memory, and one
or more fast CPUs. Large samples are also important.

Data partitions as a key idea
We will focus on categorical outcomes because they are
farmore common than quantitative outcomes in the crim-
inal justice applications emphasized here. Examples of
categorical outcomes include whether or not an individ-
ual on probation or parole is arrested for a homicide [18],
whether there is a repeat incident of domestic violence in
a household [19], and different rule infractions for which
a prison inmate may have been reported [20].
Consider a 3-dimensional scatter plot of sorts. The

response is three color-coded kinds of parole outcomes:
an arrest for a violent crime (red), an arrest for a crime that
is not violent (yellow), and no arrest at all (green). There
are two predictors in this cartoon example: age in years
and the number of prior arrests.
The rectangle is a two-dimension predictor space. In

that space, there are concentrations of outcomes by color.
For example, there is a concentration of red circles toward
the left hand side of the rectangle, and a concentration of
green circles toward the lower right. The clustering of cer-
tain colors means that there is structure in the data, and
because the predictor space is defined by age and priors,
the structure can be given substantive meaning. Younger
individuals and individuals with a greater number of pri-
ors, for instance, are more likely to be arrested for violent
crimes.
To make use of the structure in the data, a researcher

must locate that structure in the predictor space. One way
to locate the structure is to partition the predictor space in
a manner that tends to isolate important patterns. There
will be, for example, regions in which violent offenders
are disproportionately found, or regions where nonviolent
offenders are disproportionately found.
Suppose the space is partitioned as in Figure 1, where the

partitions are defined by the horizontal and vertical lines
cutting through the predictor space. Now what? The par-
titions can be used to assign classes to observations. App-
lying the Bayes classifier, the partition at the upper right,
for example, would be assigned the class of no crime —
the vote is 2 to 1. The partition at the upper left would be
assigned the class of violent crime — the vote is 4 to 1.
The large middle partition would be assigned the class of
nonviolent crime — the vote is 7 to 2 to 1. Classes would
be assigned to each partition by the same reasoning. The
class with the largest estimated probability wins.
The assigned classes can be used for forecasting. Cases

with unknown outcomes but predictor values for age and
priors can be located in the predictor space. Then, the
class of the partition in which the case falls can serve as
a forecast. For example, a case falling in the large middle
partition would be forecasted to fail through an arrest for
a nonviolent crime.
The two predictors function much like longitude and

latitude. They locate a case in the predictor space. The
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Age
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Many

None
Younger Older

Red = Violent Crime
Yellow = Nonviolent Crime

Green = No Crime

Figure 1 Data partitions for thee categorical outcomes by age and the number of priors.

partition in which a case falls determines its assigned
class. That class can be the forecasted class. But there need
be nothing about longitude and latitude beyond their role
as map coordinates. One does not need to know that one
is a measure of age, and one is a measure of the number
of priors. We will see soon, somewhat counter-intuitively,
that separating predictors from what they are supposed to
measure can improve forecasting accuracy enormously. If
the primary goal is to search for structure, how well one
searches drives everything else. This is a key feature of the
algorithmic approach.
Nevertheless, in some circumstances, the partitions can

be used to described how the predictors and the response
are related in subject-matter terms. In this cartoon illus-
tration, younger individuals are much more likely to com-
mit a violent crime, individuals with more priors are much
more likely to commit a violent crime, and there looks to
be a strong statistical interaction effect between the two.
By taking into account the meaning of the predictors that
locate the partition lines (e.g., priors more than 2 and age
less than 25) the meaning of any associations sometimes
can be made more clear. We can learn something about
f (X).
How are the partitions determined? The intent is to

carve up the space so that overall the partitions are as
homogeneous as possible with respect to the outcome.
The lower right partition, for instance, has six individ-
uals who were not arrested and one individual arrested
for a nonviolent crime. Intuitively, that partition is quite
homogeneous. In contrast, the large middle partition has
two individuals who were not arrested, seven individuals
who were arrested for a crime that was not violent, and
one individual arrested for a violent crime. Intuitively, that
partition is less homogenous. One might further intuit
that any partition with equal numbers of individuals for

each outcome class is the least homogenous it can be, and
that any partition with all cases in a single outcome class
is the most homogeneous it can be.
These ideas can be made more rigorous by noting that

with greater homogeneity partition by partition, there are
fewer classification errors overall. For example, the lower
left partition has an assigned class of violent crime. There
is, therefore, one classification error in that partition. The
large middle category has an assigned class of nonviolent
crime, and there are three classification errors in that par-
tition. One can imagine trying to partition the predictor
space so that the total number of classification errors is
as small as possible. Although for technical reasons this
is rarely the criterion used in practice, it provides a good
sense of the intent. More details are provided shortly.
At this point, we need computational muscle to get the

job done. One option is to try all possible partitions of the
data (except the trivial one in which partitions can contain
a single observation). However, this approach is imprac-
tical, especially as the number of predictors grows, even
with very powerful computers.
A far more practical and surprisingly effective approach

is to employ a “greedy algorithm.” For example, begin-
ning with no partitions, a single partition is constructed
that minimizes the sum of the classification errors in
the two partitions that result. All possible splits for each
predictor are evaluated and the best split for single pre-
dictor is chosen. The same approach is applied separately
to each of the two new partitions. There are now four,
and the same approach is applied once again separately
to each. This recursive partitioning continues until the
number of classification errors cannot be further reduced.
The algorithm is called “greedy” because it takes the best
result at each step and never looks back; early splits are
never revisited.
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Actual practice is somewhat more sophisticated. Begin-
ning with the first subsetting of the data, it is common to
evaluate a function of the proportion of cases in each out-
come class (e.g., .10 for violent crime, .35 for nonviolent
crime, and .55 for no crime). Two popular functions of the
proportions are

Gini Index:
∑
k �=k′

p̂mkp̂mk′ (6)

and

Cross Entropy or Deviance: −
K∑

k=1
p̂mk log p̂mk . (7)

The notation denotes different estimates of proportions
p̂mk over different outcome categories indexed by k, and
different partitions of the data indexed by m. The Gini
Index and the Cross-Entropy take advantage of the arith-
metic fact that when the proportions over classes aremore
alike, their product is larger (e.g., [ .5× .5]>[ .6× .4]). Intu-
itively, when the proportions are more alike, there is less
homogeneity. For technical reasons we cannot consider
here, the Gini Index is probably the preferred measure.
Some readers have may have already figured out that

this form of recursive partitioning is the approach used
for classification trees [21]. Indeed, the classification tree
shown in Figure 2 is consistent with the partitioning
shown in Figure 1.i
The final partitions are color-coded for the class

assigned by vote, and the number of cases in each final
partition are color coded for their actual outcome class.
In classification tree parlance, the full dataset at the top

before any partitioning is called the “root node,” and the
final partitions at the bottom are called “terminal nodes.”
There are a number of ways this relatively simple

approach can be extended. For example, the partition
boundaries do not have to be linear. There are also proce-
dures called “pruning” that can be used to remove lower
nodes having too few cases or that do not sufficiently
improve the Gini Index.
Classification trees are rarely used these days as stand-

alone procedures. They are well known to be very
unstable over realizations of the data, especially if one
wants to use the tree structure for explanatory purposes.
In addition, implicit in the binary partitions are step
functions — a classification tree can be written as a form
of regression in which the right hand side is a linear com-
bination of step functions. However, it will be unusual
if step functions provide a good approximation of f (X).
Smoother functions are likely to be more appropriate.
Nevertheless, machine learning procedures often make
use of classification trees as a component of much more
effective and computer-intensive algorithms. Refinements
that might be used for classification trees themselves are
not needed; classification trees are means to an estimation
end, not the estimation end itself.

Random forests
Machine learning methods that build on classification
trees have proved very effective in criminal justice clas-
sification and forecasting applications. Of those, random
forecasts has been by far the most popular. We consider
now random forests, but will provide a brief discussion of

 Less Than 
25

 25 or 
Older

 Full Sample

 Less Than 3 
Priors

 3 or More 
Priors

 Less Than 
30

 30 or 
Older

 Less Than 5
Priors

 5 or More 
Priors

2,1,0 4,1,0 1,6,2

0,1,5 0,1,2

Figure 2 A classication tree for the three parole outcomes and preditors age and prior record.
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two other tree-based methods later. They are both worthy
competitors to random forests.
A good place to start is with the basic random forests

algorithm that combines the results from a large ensemble
of classification trees [22].

1. From a training dataset with N observations, a
random sample of size N is drawn with replacement.
A classification tree will be grown for the chosen
observations. Observations that are not selected are
stored as the “out-of-bag” (OOB) data. They serve as
test data for that tree and will on average be about a
third the size of the original training data.

2. A small sample of predictors is drawn at random
(e.g., 3 predictors).

3. After selecting the best split from among the random
subset of predictors, the first partition is determined.
There are then two subsets of the data that together
maximize the improvement in the Gini index.

4. Steps 2 and 3 are repeated for all later partitions until
the model’s fit does not improve or the observations
are spread too thinly over terminal nodes.

5. The Bayes classifier is applied to each terminal node
to assign a class.

6. The OOB data are “dropped” down the tree. Each
observation is assigned the class associated with the
terminal node in which it lands. The result is the
predicted class for each observation in the OOB data
for that tree.

7. Steps 1 through 6 are repeated a large number of
times to produce a large number of classification
trees. There are usually several hundred trees or
more.

8. For each observation, the final classification is by
vote over all trees when that observation is OOB.
The class with the most votes is chosen. That class
can be used for forecasting when the predictor values
are known but the outcome class is not.

Because random forests is an ensemble of classification
trees, many of the benefits from recursive partitioning
remain. In particular, nonlinear functions and high order
interaction effects can found inductively. There is no need
to specify them in advance.
But, random forests brings its own benefits as well.

The sampling of training data for each tree facilitates
finding structures that would ordinarily be overlooked.
Signals that might be weak in one sample might be strong
in another. Each random sample provides a look at the
predictor space from different vantage point.
Sampling predictors at each split results in a wide variety

of classification trees. Predictors that might dominate in
one tree are excluded at random from others. As a result,
predictors that might otherwise be masked can surface.

Sampling predictors also means that the number of pre-
dictors in the training data can be greater than the number
of observations. This is forbidden in conventional regres-
sion models. Researchers do not have to be selective in the
predictors used. “Kitchen sink” specifications are fine.
The consequences of different forecasting errors are

rarely the same, and it follows that their costs can dif-
fer too, often dramatically. Random forests accommodates
in several ways different forecasting-error costs. Perhaps
the best way is to use stratified sampling each time the
training data are sampled. Oversampling the less frequent
outcomes changes the prior distribution of the response
and gives such cases more weight. In effect, one is altering
the loss function. Asymmetric loss functions can be built
into the algorithm right from the start. An illustration is
provided below.
Random forests does not overfit [22] even if thousands

are trees are grown. The OOB data serve as a test sample
to keep the procedure honest. For other popular machine
learning procedures, overfitting can be a problem. One
important consequence is that random forests can provide
consistent estimates of generalization error in nature’s
joint probability distribution for the particular response
and predictors employed.j

Confusion tables
The random forests algorithm can provide several dif-
ferent kinds of output. Most important is the “confusion
table.” Using the OOB data, actual outcome classes are
cross-tabulated against forecasted outcome classes. There
is a lot of information in such tables. In this paper, we only
hit the highlights.
Illustrative data come from a homicide prevention

project for individuals on probation or parole [23]. A
“failure” was defined as (1) being arrested for homicide,
(2) being arrest for an attempted homicide, (3) being a
homicide victim, or (4) being a victim of a non-fatal shoot-
ing. Because for this population, perpetrators and victims
often had the same profiles, no empirical distinction was
made between the two. If a homicide was prevented, it
did not matter if the intervention was with a prospective
perpetrator or prospective victim.
However, prospective perpetrators or victims had first

to be identified. This was done by applying random forests
with the usual kinds predictor variables routinely available
(e.g., age, prior record, age at first arrest, history of drug
use, and so on). The number of classification trees was set
at 500.k
Table 1 shows a confusion table from that project. The

results are broadly representative of recent forecasting
performance using random forests [15]. Of those who
failed, about 77% were correctly identified by the random
forests algorithm. Of those who did not fail, 91% were
correctly identified by the algorithm. Because the table is
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Table 1 Confusion table for forecasts of perpetrators and
victims

Forecasted Not Fail Forecasted Fail Accuracy

Not Fail 9972 987 .91

Fail 45 153 .77

True negatives are identified with 91% accuracy. True positives are identified
with 77% accuracy. (Fail = perpetrator or victim. No Fail = not a perpetrator or
victim).

constructed from OOB data, these figures capture true
forecasting accuracy.
But was this good enough for stakeholders? The fail-

ure base rate was about 2%. Failure was, thankfully, a rare
event. Yet, random forests was able to search through a
high dimensional predictor space containing over 10,000
observations and correctly forecast failures about 3 times
out of 4 among those who then failed. Stakeholders cor-
rectly thought this was impressive.
How well the procedure would perform in practice is

better revealed by the proportion of times when a fore-
cast is made, the forecast is correct. This, in turn, depends
on stakeholders’ costs of false positives (i.e., individu-
als incorrectly forecasted to be perpetrators or victims)
relative to the costs of false negatives (i.e., individuals
incorrectly forecasted to neither be perpetrators nor vic-
tims). Because the relative costs associated with failing to
correctly identify prospective perpetrators or victims were
taken to be very high, a substantial number of false posi-
tives were to be tolerated. The cost ratio of false negatives
to false positives was set at 20 to 1 a priori and built into
the algorithm. This meant that relatively weak evidence of
failure would be sufficient to forecast a failure. The price
was necessarily an increase in the number of individuals
incorrectly forecasted to be failures.
The results reflect this policy choice; there are in the

confusion table about 6.5 false positives for every true
positive (i.e., 987/153). As a result, when a failure is the
forecasted, is it correct only about 15% of the time. When
a success is the forecasted, it is correct 99.6% of the time.
This also results from the tolerance for false positives.
When a success is forecasted, the evidence is very strong.
Stakeholders were satisfied with these figures, and the
procedures were adopted.

Variable importance for forecasting
Although forecasting is the main goal, information on
the predictive importance of each predictor also can be
of interest. Figure 3 is an example from another appli-
cation [15]. The policy question was whether to release
an individual on parole. Each inmate’s projected threat
to public safety had to be a consideration in the release
decision.
The response variable defined three outcome categories

measured over 2 years on parole: being arrested for a

violent crime (“Level 2”), being arrested for a crime but
not a violent one (“Level 1”), and not being arrested at all
(“Level 0”). The goal was to assign one such outcome class
to each inmate when a parole was being considered. The
set of predictors included nothing unusual except that sev-
eral were derived from behavior while in prison: “Charge
Record Count,” “Recent Report Count,” and “Recent Cat-
egory 1 Count” refer to misconduct in prison. Category1
incidents were considered serious.
Figure 3 shows the predictive importance for each pre-

dictor. The baseline is the proportion of times the true
outcome is correctly identified (as shown in the rows of a
confusion table). Importance is measured by the drop in
accuracy when each predictor in turn is precluded from
contributing. This is accomplished by randomly shuf-
fling one predictor at a time when forecasts are being
made. The set of trees constituting the random forest is
not changed. All that changes is the information each
predictor brings when a forecast is made.l
Because there are three outcome classes, there are three

such figures. Figure 3 shows the results when an arrest
for a violent crime is forecasted. Forecasting importance
for each predictor is shown. For example, when the num-
ber of prison misconduct charges is shuffled, accuracy
declines approximately 4 percentage points (e.g., from
60% accurate to 56% accurate).
This may seem small for the most important predic-

tor, but because of associations between predictors, there
is substantial forecasting power that cannot be cleanly
attributed to single predictors. Recall that the use of
classification trees in random forests means that a large
number of interaction terms can be introduced. These
are product variables that can be highly correlated with
their constituent predictors. In short, the goal of maximiz-
ing forecasting accuracy can compromise subject-matter
explanation.
Still, many of the usual predictors surface with perhaps

a few surprises. For example, age and gender matter just
as one would expect. But behavior in prison is at least as
important. Parole risk instruments have in the past largely
neglected such measures perhaps because they may be
“only” indicators, not “real” causes. Yet for forecasting
purposes, behavior in prison looks to be more important
by itself than prior record. And the widely used LSIR adds
nothing to forecasting accuracy beyond what the other
predictors bring.

Partial response plots
The partial response plots that one can get from ran-
dom forecasts and other machine learning procedures
can also be descriptively helpful. The plots shows how a
given predictor is related to the response with all other
predictors held constant. An outline of the algorithm is
as follows.
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Forecasting Importance of Each Predictor for Violent Crime (Level 2)

Increase in Forecasting Error

LSIR Score

Number of Prior Convictions

IQ Score

Number of Prior Arrests

Age at First Arrest

Prison Programming Compliance

Nominal Sentence Length

Recent Category 1 Count

Prison Work Performance

Violence Indicator

High Crime Neighborhood

Male

Recent Reports Count

Age

Charge Record Count

0.01 0.02 0.03 0.04

Figure 3 Predictor importance measured by proportional reductions in forecasting accuracy for violent crimes committed within 2 years
of release on parole.

1. A predictor and a response class are chosen. Suppose
the predictor is IQ, and the response class is an arrest
for a violent crime.

2. For each case, the value of IQ is set to one of the IQ
values in the dataset. All other predictors are fixed at
their existing values.

3. The fitted values of are computed for each case, and
their mean calculated.

4. Steps 2 and 3 are repeated for all other IQ values.
5. The means are plotted against IQ.
6. Steps 2 through 5 are repeated for all other response

variable classes.
7. Steps 1 through 6 are repeated for all other predictors.

Figure 4 shows how IQ is related to commission of a vio-
lent crime while on parole, all other predictors held con-
stant. The vertical axis is in centered logits. Logits are used
just as in logistic regression. The centering is employed
so that when the outcome has more than two classes, no
single class need be designated as the baseline.m A larger
value indicates a greater probability of failure.
IQ as measured in prison has a nonlinear relationship

with the log odds are being arrested for a violent crime.
There is a strong, negative relationship for IQ scores from

about 50 to 100. For higher IQ scores, there no apparent
association. Some might have expected a negative asso-
ciation in general, but there seems to be no research
anticipating a nonlinear relationship of the kind shown in
Figure 4.

Other tree-based algorithms
For a variety of reasons, random forests is a particularly
effective machine learning procedure for criminal justice
forecasting [15]. But there are at least two other tree-
based methods than can also perform well: stochastic
gradient boosting [24,25] and Bayesian additive regression
trees [26]. Both are computer intensive and algorithmic in
conception.

Stochastic gradient boosting
The core idea in stochastic gradient boosting is that one
applies a “weak learner” over and over to the data. After
each pass, the data are reweighted so that observations
that are more difficult to accurately classify are givenmore
weight. The fitted values from each pass through the data
are used to update earlier fitted values so that the weak
learner is “boosted” to become a strong learner. Here is an
outline of the algorithm.
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Figure 4 How inmate IQ is related to whether a violent crime is committed while on parole. The relationship is negative for below average IQ
scores and flat thereafter.

Imagine a training dataset in which the response is
binary. Suppose “fail” is coded as “1” and “succeed” is
coded as “0.”

1. The algorithm is initialized with fitted values for the
response. The overall proportion of cases that fail is a
popular choice.

2. A simple random sample of the training data is
drawn with a sample size about half the sample size
of the training data.n

3. The negative gradient, also called “pseudo residuals,”
is computed. Just like with conventional residuals,
each fitted value is subtracted from its corresponding
observed value of 1 or 0. The residual will be
quantitive not categorical: (1 − p) or −p, where p is
the overall proportion coded as “1.”

4. Using the randomly-selected observations, a
regression tree is fit to the pseudo residuals.o

5. The conditional mean in each terminal node serves
as an estimate of the probability of failure.

6. The fitted values are updated by adding to the
existing fitted values the new fitted values weighted
to get the best fit.

7. Steps 2 through 6 are repeated until the fitted values
no longer improve a meaningful amount. The
number of passes can in practice be quite large (e.g.,
10,000), but unlike random forests, stochastic

gradient boosting can overfit [25]. Some care is
needed because there is formally no convergence.

8. The fitted probability estimates can be used as is, or
with the Bayes classifier transformed into assigned
classes.

Stochastic gradient boosting handles wide range of
response variable types in the spirit of the general-
ized linear model and more. Its forecasting performance
is comparable to the forecasting performance of ran-
dom forests. A major current liability is the require-
ment of symmetric loss functions for categorical response
variables.

Bayesian additive regression trees
Bayesian additive regression trees [26] is a procedure that
capitalizes on an ensemble of classification (or regres-
sion) trees is a clever manner. Random forests generates
an ensemble of trees by treating the tree parameters as
fixed but the data as random — data and predictors
are sampled. Stochastic gradient boosting proceeds in
an analogous fashion. Bayesian additive trees turns this
upside-down. Consistent with Bayesian methods more
generally, the data are treated as fixed once they are
realized, and tree parameters are treated as random —
the parameters are sampled. Uncertainty comes from
the parameters, not from the data. Another difference is
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that one needs a model well beyond the joint probability
distribution model. That model is essentially a form of
linear regression. The outcome is regressed in a spe-
cial way on a linear additive function of the fitted values
from each tree combined with an additive disturbance
term [27].
The parameter sampling takes four forms:

1. Whether or not to consider any partition of a node is
determined by chance in a fashion that discourages
larger trees;

2. if there is to be a split, the particular partitioning is
determined by chance;

3. the proportion for each terminal node is selected at
random from a distribution of proportions; and

4. the overall probability for each class is selected at
random from a distribution of proportions.

The result can be a large ensemble classification trees
(e.g., 300) that one might call a Bayesian forest.p
The forest is intended to be a representative sample of

classification trees constrained so that trees more consis-
tent with prior information are more heavily represented.
The growing of Bayesian trees is embedded in the

algorithm by which the fitted values from the trees are
additively combined. The algorithm, a form of “back-
fitting” [28], starts out with each tree in its simplest
possible form. The algorithm cycles though each tree in
turn making it more complicated as needed to improve
the fit while holding all other trees fixed at their cur-
rent structure. Each tree may be revisited and revised
many times. The process continues until there is nomean-
ingful improvement in the fitted values. One can think
of the result as a form of nonparametric regression in
which a linear combination of fitted values is constructed,
one set from each tree. In that sense, it is in the spirit
of boosting.q
If one takes the model and the Bayesian apparatus seri-

ously, the approach is not longer algorithmic. If one treats
the model as a procedure, an algorithmic perspective is
maintained. The perspective one takes can make a differ-
ence in practice. For example, if the model parameters are
treated as tuning parameters, they are of little substan-
tive interest and can be directly manipulated to improve
performance. They are a means to an end, not an end in
themselves.
Forecasting performance for Bayesian trees seems to

be comparable to forecasting performance for random
forests and stochastic gradient boosting. However, a sig-
nificant weakness is that currently, categorical outcomes
are limited to two classes. There is work in progress to
handle the multinomial case. Another weakness is an
inability to incorporate asymmetric loss, but here too
there may soon be solutions.

Statistical inference for tree-basedmachine
learning
Even when the training data are treated as a random
realization from nature’s joint probability distribution,
conventional statistical tests and confidence intervals are
problematic for random forests and stochastic gradient
boosting. Bayesian additive regression trees raises differ-
ent issues to be briefly addressed shortly.
Consider statistical inference for forecasts, which figure

so centrally in our discussion. In conventional practice,
forecasting confidence intervals can be very useful. There
is a model representing how outcome probabilities and/or
classes are generated. That model specifies the correct
functional form and disturbance distribution, and typi-
cally treats the predictors as fixed. A 95% confidence inter-
val will cover each true probability 95% of the time over
random realizations of the response variable. There can be
similar reasoning for the outcome classes themselves.
The conventional formulation does not apply under the

joint probability distribution model. There can be a “true”
probability for every outcome class that one would like
to estimate. There can be a “true” class, also a potential
estimation target. But, there are no credible claims that
estimates of either have their usual convenient properties.
In particular, they not assumed to be an unbiased or even
consistent estimates.
For reasons given at the beginning of Section Estima-

tion, f̂ (X) is taken to be some approximation of f (X) that
can contain both systematic and random error. Biased
estimated are essentially guaranteed. When there is bias,
confidence intervals do not have their stated coverage and
test statistics computed under the null hypothesis do not
have their stated probabilities.
In a forecasting setting, there is nevertheless the

prospect of appropriate 95% “error bands.” One takes the
machine learning results as fixed, as they would be in a
forecasting exercise, and considers bands around the fit-
ted values that would contain 95% of the forecasts. Work
is under way on how to construct such bands, and there is
no doubt useful information in the residuals or a bootstrap
using those residuals [29]. There are also useful, though
less complete, approaches that can be applied to random
forests in particular. The votes over trees provide some
purchase on uncertainty associated with a forecasted class
[15].
Bayesian additive regression trees can generate a predic-

tive distribution of the fitted probabilities for either out-
come class. These probabilities are treated like much like
another set of parameters whose values are unknown but
can be characterized by a particular distribution. Bayesian
forecasting intervals then can be constructed [30]. One
can determine, for instance, the range in which the mid-
dle 95% of the forecasted probabilities fall. And by placing
a threshold through these probabilities at an appropriate
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location (e.g., .50), probabilities can be transformed into
classes. However, one must not forget that the uncertainty
being represented comes from uncertainty in the parame-
ters that influence how the trees are grown. These depend
on priors that can seem to some as fictions of convenience.
In addition, some may not favor the Bayesian approach to
begin with. In either case, an algorithmic interpretation
can still be appropriate and then forecasts and forecast
uncertainty can be addressed in much the same fashion as
for other kinds of tree-based machine learning.

Conclusions
Random forests, stochastic gradient boosting, and
Bayesian additive trees are very different in conception
and implementation. Yet in practice, they all can fore-
cast well and typically much better than conventional
regression models. Is there something important these
tree-based method share beyond the use of large number
of classification trees?
The use of tree ensembles can be viewedmore abstractly

as a way to effectively search a large predictor space for
structure. With a large number of trees, the predictor
space is sliced up inmany different ways. Some sets of par-
titions will have stronger associations with the response
variable than others and in the end, will have more weight
in the forecasts that result. From this point of view, the
subject-matter meaning of the predictors is a secondary
concern. The predictors serve as little more than very
high-dimensional coordinates for the predictor space.
Ensembles of classification trees are effective search

engines for that space because of the following features
that tree-based methods can share.

1. Using nature’s joint probability distribution,
compared to a regression causal model, as an
account of how the data were generated removes a
range of complications that are irrelevant for
forecasting and otherwise put unnecessary
constraints on the predictor-space search.

2. The use of step functions as each tree is grown can
produce a very large number of new predictors. A
single predictor such as age, might ultimately be
represented by many indicator variables for different
break points and many indicators for interaction
effects. A search using, for example, 20 identified
predictors such as gender and prior record, may be
implemented with several hundred indicator
variables. As a result, information in the initial 20
predictors can be more effectively exploited.

3. The use of indicator variables means that the search
can arrive inductively at highly nonlinear
relationships and very high order interactions,
neither of which have to be specified in advance.
Moreover, because any of the original predictors or

sets of predictor can define splits differently over
different trees, nonlinear relationships that are not
step functions can be smoothed out as needed when
the trees are aggregated to more accurately represent
any associations.

4. When some form of random sampling is part of the
algorithm — whether sampling of the data or
sampling of the parameters — the content of the
predictor space or the predictor space itself will vary
[31]. Structure that might be masked for one tree
might not be masked for another.

5. Aggregating fitted values over trees can add stability
to forecasts. In effect, noise tends to cancel out.

6. Each of these assets are most evident in forecasting
procedures built from large data sets. The
high-dimensional predictor space needs lots of
observations to be properly explored, especially
because much of the search is for associations that
one by one can be small. Their importance for
forecasting materializes when the many small
associations are allowed to contribute as a group.
Consequently, training data sample sizes in the
hundreds creates no formal problems, but the power
of machine learning may not be fully exploited.
Ideally, samples sizes should be at least in the 10s of
thousands. Sample sizes of 100,000 or more are still
better. It is sometimes surprising how much more
accurate forecasts can be when the forecasting
procedure is developed with massive datasets.

In summary, when subject-matter theory is well-
developed and the training data set contains the key
predictors, conventional regression methods can fore-
cast well. When existing theory is weak or available
data are incomplete, conventional regression will likely
perform poorly, but tree-based forecasting methods can
shine.r
There is growing evidence of another benefit from tree-

based forecasting methods. Overall forecasting accuracy
is usually substantially more than the sum of the accu-
racies that can be attributed to particular predictors.
Tree-based methods are finding structure beyond what
the usual predictors can explain.
Part of the reason is the black-boxmanner in a very large

number of new predictors are generated as a component
of the search process. A new linear basis can be defined
for each predictor and various sets of predictors. Another
part of the reason is that tree-based methods capitalize on
regions in which associations with the response are weak.
One by one, such regions do matter much, and conven-
tional regression approaches bent on explanation might
properly choose to ignore them. But when a large num-
ber of such regions is taken seriously, forecasting accuracy
can dramatically improve. There is important predictive
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information in the collection of regions, not in each region
by itself.
An important implication is that there is structure for

a wide variety of criminal justice outcomes that current
social science does not see. In conventional regression,
these factors are swept into the disturbance term that, in
turn, is assumed to be noise. Some will argue that this is a
necessary simplification for causal modeling and explana-
tion, but it is at least wasteful for forecasting and means
that researchers are neglecting large chunks of the crim-
inal justice phenomena. There are things to be learned
from the “dark structure” that tree-based, machine learn-
ing shows to be real, but whose nature is unknown.

Endnotes
aA recent critique of this approach and a discussion of
more promising, model-based alternatives can be found
in [17].
bUsual criminology practice begins with a statistical
model of some criminal justice process assumed to have
generated the data. The statistical model has parameters
whose values need to be estimated. Estimates are pro-
duced by conventional numerical methods. At the other
extreme are algorithmic approaches found in machine
learning and emphasized in this paper. But, there can be
hybrids. One may have a statistical model that motivates
a computer-intensive search of a dataset, but there need
be no direct connection between the parameters of the
model and the algorithm used in that search. Porter and
Brown [32] use this approach to detect simulated terror-
ist “hot spots” and actual concentrations of breaking and
entering in Richmond, Virginia.
cNormal regression, Poisson regression, and logistic
regression are all special cases of the generalized linear
model. There are other special cases and close cousins
such as multinomial logistic regression. And there are
relatively straightforward extensions to multiple equation
models, including hierarchical models. But in broad brush
strokes, the models are motivated in a similar fashion.
dA very instructive illustration is research claiming to
show that the death penalty deters crime. A recent
National Research Council report on that research [33] is
devastating.
eRecall that in a sample, the sum of the deviation scores
around a mean or proportion (coded 1/0) is zero.
fThe notation f (X) is meant to represent some function of
the predictors that will vary depending on the context.
gSometimes, the training data used to build the model
and the forecasting data for which projections are sought
are probability samples from the same finite population.
There is still a model of how the data were generated,
but now that model can be demonstrably correct. The
data were generated by a particular (known) form of
probability sampling.

hOne might argue that the two are sufficiently alike. But
then one is saying that the two data generations processes
are similar enough to be treated as the same.
iIn the interest of space, we do not consider the order in
which the partitions shown in Figure 1 were constructed.
One particular order would lead precisely to the classifi-
cation tree in Figure 2.
jRoughly speaking, Breiman’s generalization error is the
probability that a case will be classified incorrectly in
limitless number of independent realizations of the data.
Breiman provides an accessible formal treatment [22] in
his classic paper on random forests. One must be clear
that this is not generalization error for the “right” response
and predictors. There is no such thing. The generaliza-
tion error is for the particular response and predictors
analyzed.
kAlthough the number of trees is a tuning parameter, the
precise number of trees does not usually matter as long as
there are at least several hundred. Because random forests
does not overfit, having more trees than necessary is not
a serious problem. 500 trees typically is an appropriate
number.
lIn more conventional language, the “model” is fixed. It
is not reconstructed as each predictor in turn is excluded
from the forecasting exercise. This is very different from
dropping each predictor in turn and regrowing the forest
each time. Then, both the forest and the effective set of
predictors would change. The two would be confounded.
The goal here is to characterize the importance of each
predictor for a given random forest.
mFor any fitted value, the vertical axis units can be
expressed as

fk(m) = log pk(m) − 1
K

K∑
l=1

log pl(m).

The function is the difference in log units between the
proportion for outcome class k computed at the valuem of
a given predictor and the average proportion at that value
over the K classes for that predictor.
nThis serves much the same purpose as the sampling
with replacement used in random forests. A smaller sam-
ple is adequate because when sampling without replace-
ment, no case is selected more than once; there are no
“duplicates.”
oThe procedure is much the same as for classification
trees, but the fitting criterion is the error sum of squares
or a closely related measure of fit.
pAs before, the number of trees is a tuning parameter, but
several hundred seems to be a good number.
qThe procedure is very computationally intensive because
each time fitted values are required in the backfitting pro-
cess, a posterior distribution must be approximated. This
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leads to the repeated use of an MCMC algorithm that by
itself is computer intensive.
rAnother very good machine learning candidate is sup-
port vector machines. There is no ensemble of trees.
Other means are employed to explore the predictor space
effectively. Hastie and his colleagues [12] provide an excel-
lent overview.
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Abstract: CRIME is one of the major problems encountered in any society and universities together with other higher 

institutions of learning are not exceptions. Thus, there is an urgent need for security agents and agencies to battle and 

eradicate crime. The Directorate of Students and Services Development (DSSD) are responsible for investigating and 

detecting criminals of any crime committed within the Redeemer’s University. DSSD faces major challenges when it 

comes to detecting the real perpetrators of several crimes. An improvement in their strategy can produce positive results 

and high success rates, which is the basic objective of this project. Several methods have been applied to solve similar 

problems in the literature but none was tailored to solving the problem in Redeemer’s University and other universities. 

This work therefore applied classification rule mining method to develop a system for detecting crimes in universities. 

Past data for both crimes and criminals were collected from DSSD. In order to develop and test the proposed model, the 

data was pre-processed to get clean and accurate data. The Iterative Dichotomiser 3 (ID3) decision tree algorithm 

obtained from WEKA mining software was used to analyze and train the data. The model obtained was then used to 

develop a system that showed the hidden relationships between the crime-related data, in form of decision trees. This 

result was then used as a knowledge base for the development of the crime prediction system. The developed system 

could effectively predict a list of possible suspects by simply analyzing data retrieved from the crime scene with already 

existing data in the database. This system has all the potentials of helping the students’ affairs department and security 

apparatus of any university and other institutions to quickly detect either the real or possible perpetrators of crimes in the 

system. 

Keywords: Crime, Classification Rules, Data Mining, Decision Trees, ID3, Prediction, University 

 

1. Introduction 

Crime is an act usually deemed socially harmful, 

specifically defined, prohibited and punishable under 

criminal law. Crime rates are rapidly increasing and 

changing. Crime prediction is very important in any 

university. At Redeemer’s University, crime detection among 

students is very crucial and especially to the Directorate of 

Students and Services Development (DSSD) – It is their sole 

responsibility to enforce the law, find and apprehend 

irresponsible students, reduce and curtail any and every form 

of indiscipline. Some of the crimes in this situation include: 

burglary, sexual harassment (and/or rape), abuse of drugs, 

alcoholism, homosexuality, misuse and abuse of school 

properties, disobedience of school rules and regulations, 

stealing and many other crimes included in the Redeemer’s 

University Code of Conduct/Rules and Regulations. After a 

crime is committed, it becomes the duty of the Directorate of 

Students and Services Development (DSSD) to forecast the 

potential suspects of that crime, perform a series of 

investigations, apprehend and then prosecute the real 

criminal. 

According to [15], data mining is the extraction of 

concealed prescient data from substantial databases. It is a 
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new innovation with awesome potential to help organizations 

concentrate on the most imperative data in their data 

warehouses. Data mining techniques foresee future patterns 

and practices, permitting organizations to make proactive, 

learning driven choices. Data mining tends to work well 

when we have a large amount of data. Grouping guideline is 

among the normally connected data mining procedures, 

which allows us to arrange or foresee estimations of target 

variables from estimations of attributes of variables [16]. The 

main objective of data mining is prediction. Therefore, here 

data mining will be utilized for prediction of potential 

suspects by simply analyzing data retrieved from the crime 

scene with already existing data in the database. A more 

accurate system which is computerized will help reduce all 

these limitations. The ID3 decision tree learning algorithm 

will be utilized to mine the data and the rules generated will 

be utilized as a model for anticipating conceivable suspects 

from past records. 

The existing system used by the Directorate of Students 

and Services Development (DSSD) are manual systems that 

require the initiative of the security to determine and detect 

crimes and relationship between crimes and suspects. 

Securities face difficulty in effectively predicting and 

detecting crimes and suspects. This may result in unsolved 

cases and the arrest and incarceration of innocent students. 

The existing system used by the Directorate of Students and 

Services Development requires more man power, it is time 

consuming, needs manual calculations and it is imperfect. 

Therefore, a new system that could efficiently solve the 

highlighted problems becomes inevitable, which is the major 

focus of this work. 

2. Data Mining 

The removal of several hidden patterns from a large 

database which appears useful is called data mining [15]. It 

is a strong technology with substantial potential to help and 

knowing the world and explain natural phenomenon. Over 

the years, people have been gathering and analyzing data 

organizations concentrate on the most valuable information 

in their database. However, gradually new technologies 

have begun to play a vital role to handle the storage, 

analysis and processing of data. Specially, the advent of 

computer technology has revolutionized the way in which 

data are managed. This new method of searching through 

the data as well as the keen interest to learn from data has 

brought disciplines like that of data mining. Some 

researchers also noted that data mining is valuable to 

discover relevant and useful information from huge data 

stored in the database through building computer programs 

that sort through the database automatically, seeking 

meaningful patterns [18]. The opportunity for the 

application of data mining has increased tremendously as 

databases grew extremely and new machine with searching 

capabilities evolved. 

Looking into this data has introduced various theories, 

observations, and approaches that will help in understanding 

the law and knowing the natural world [2]. 

2.1. The Data Mining Process 

Data mining is not all about the use of software [17]. It is a 

process that involves series of steps to transform data prior to 

mining, evaluate and interpret modelling results. It is the 

process of discovering relevant patterns in a large amount of 

data that can describe or tell us about past events in a way 

that the modelled results can be employed to predict the 

future [15]. 

According to [2], the most frequently used data mining 

steps are; identifying the source of the data, preparing data 

for analysis, building and training a computer model and 

evaluating the computer model. 

2.2. Classification Rule Mining and Decision Trees 

Classification is a commonly used data mining 

technique; it uses a large population of records for 

classification to create a model from a set of pre-classified 

examples. This technique makes use of decision tree or 

neural network-based classification algorithms. The most 

common task in data mining is to build models to predict 

the class of an object based on its attributes. Classification 

trees can have binary or unary branches. Most times the 

tree structure in classification trees have binary branches, 

when we split the data in two ways it will result in a better 

separation. The classification process of data involves 

learning and classification. 

In learning, the classification algorithm analyzes the data 

to be trained. In classification, the accuracy of the 

classification rules estimates the test data. The classifier-

training algorithm makes use of pre-classified examples to 

determine the set of parameters needed for proper 

discrimination [14]. Classification is also called supervised 

learning; supervised learning is a process where network can 

learn from target vector containing the desired output from a 

pair of input vector. The prediction next time would be closer 

to the correct answer if the learning algorithm can take the 

differences between the correct output and the prediction of 

neural networks. 

2.3. How Decision Trees Work 

According to [2], decision tree can be used to classify and 

predict the dividing records in the database to small sets in 

relation to values of other fields. The decision tree 

construction starts at the root node where you take actions 

from the root node you split the remaining nodes constantly 

irrespective of the decision tree learning algorithm. The 

output is a decision tree with each branch having a decision 

made at each step [13]. Classification task is a rule of the 

decision being made [15]. It expresses if-then’ explicitly 

compared to neural networks due to its strength and 

popularity. Decision tree works with computer-generated 

rules which can provide an explanation for its action unlike 

neural networks. 
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2.4. Application of Data Mining in Securities 

Data mining has been applied in security issues which are 

the main focus of this project; it has also been used in 

business operations. The following sections have used data 

mining: 

2.4.1. Terrorist Modus Operandi Detection System 

(TMODS) [12] 

TMODS controls the task of hunting down and separating 

instances of pattern activity that appears threatening. The 

analyst can characterize a relational graph with an attribute to 

represent the pattern of threatening activity he or she is 

searching for and hunt down the threat pattern through an 

input graph that speaks to the observed data with a large 

volume. TMODS recognizes the subset of data that will 

coordinate the threat pattern characterized by the analyst, 

which will turn a normal search into an efficient automated 

graph matching tool [6]. Pattern graph can be produced with 

possible network ontology which will be matched against 

observed activity graph. The analyst goes through the 

matches that are listed against the input graph, powerful and 

mature distributed java software that has been under 

development since October 2001 is TMODS [6]. An analyst 

and a pattern graph are needed to run the system. It tailors the 

result alongside pre-defined threatening activity like a 

supervised learning algorithm. A downside in TMODS is the 

graph utilized; they appear to have multi-node which can 

render further analysis pointless. 

2.4.2. The Over Project [9] 

Decision support system was used to assist the policing of 

the volume crime of Burglary from Dwelling Houses (BDH). 

The OVER project started in 2000 in UK with West Midlands 

Police. The techniques used for the OVER Project are: 

I. Creating profiles of offenders (using Kohonen neural 

networks); and the use of offender profile to expose 

attribute of a certain offender with pending crimes and 

provide an ordered list of possible offenders based on 

their profiles. 

II. Bayesian belief network ([10], [5], [3]). 

2.5. Other Related Works 

The law enforcement and investigating agency in Ethiopia 

now extract hidden knowledge rooted in their data warehouse 

which is of importance in fighting crime. The police 

department will like to expose regular crime patterns from 

past records in order to investigate new cases and avoid 

future cases by using preventive measures based on previous 

patterns [8] this has helped to reduce training time of their 

officers that will be assigned to a new location. 

In America, for the investigation of crime data mining 

technique was adopted to search through large volume of 

data gotten from various sources to track down criminals [2]. 

Also, the treasury department made use of data mining to 

extract suspicious fraud patterns. The aim is to detect crime 

in money laundry. 

Associative classification uses association rules for new 

tuples. It consists of association rule mining and 

classification. Strong association between frequent patterns 

and class labels was searched for. The main aim was to 

improve the accuracy of a classifier, which can be achieved 

by producing all types of negative class association rules 

[11]. 

According to McClendon and Meghanathan [7], data 

mining and machine learning have become a vital part of 

crime detection and prevention. In [7], WEKA was used to 

carry out a comparative study between the violent crime 

patterns from the communities and crime unnormalized 

dataset, which was provided by the University of California-

Irvine repository and actual crime statistical data for the state 

of Mississippi that has been provided by 

neighborhoodscout.com. Linear Regression, Additive 

Regression, and Decision Stump algorithms using the same 

finite set of features were the algorithms deployed on the 

communities and crime dataset. Their results showed that the 

linear regression algorithm had the best performance among 

the three selected algorithms. 

Another recent study by Barnadas [1], provided an 

understandable explanation of what machine learning is and 

also solved a real data classification problem (namely San 

Francisco crimes classification) using three different and 

popular algorithms, which are: K-Nearest Neighbours, 

Parzen windows and Neural Networks. 

As at date, artificial intelligence and machine learning 

techniques are already being used to assist humans in 

fighting cyber crimes, as they provide flexibility and learning 

capabilities. It has become a widely acceptable method used 

in decision making processes. Intelligent decision support in 

cyber defence can also be successfully achieved using these 

methods. Available academic resources show that artificial 

intelligence and machine learning techniques already have 

numerous applications in combating cyber crimes. Advances 

made so far in these areas of using artificial intelligence to 

combat crimes, their current limitations and desired 

characteristics were presented in [4]. 

3. Methodology 

3.1. Data Collection and Description 

The data used in this research was collected from the 

Directorate of Students and Services Development (DSSD) 

of Redeemer’s University, Nigeria. The data collected 

consists of crime records for about ten years, that is, from 

2005-2015, which consists of the offence, number of male 

students, number of female students, number of 100 level 

students, number of 200 level students, number of 300 level 

students, number of 400 level students and number of 400+ 

(i.e. 500) level students. The data used in this work consists 

of records, which were described by the attributes: 

programme, sex, offence, expulsion period and level. A 

fraudulent record forms a transaction. Theoretically, we 

cannot have a fraudulent record. The behaviour of a person 

appears to be the only way crime can be investigated and this 
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can be done by checking out the relating attributes which was 

built on forensic data then developed on record attributes. 

The major crimes are immoral act, theft and drugs (drug 

abuse). The aim is to use data mining technology to detect 

complex patterns hidden in the data. Decision tree algorithm 

was used to analyze the patterns better than a data analyst 

would do. Table 1 shows a description of data used in the 

work. It indicated the offence, sex, and level of expelled 

students because of crime. 

Table 1. Description of Data. 

OFFENCE MALES FEMA-LES 100 L 200 L 300 L 400 L 500 L 

DRUGS 105 2 26 31 22 25 3 

THEFT 41 4 5 8 14 14 4 

IMMORAL ACT 29 22 8 15 7 18 3 

TOTAL NUMBER 175 28 39 54 43 57 10 

 

3.2. The ID3 Decision Tree Algorithm 

The ID3 decision tree model was used for training our 

model for this work. This tree speaks to a number of 

choices that exist between their alternatives utilizing every 

branch node and the decision being made is done by the 

leaf node. The principal purpose of decision making is for 

increasing important information. The development of the 

decision tree starts at the root node where users will take 

the right decision. Users will isolate each node from the 

root node using this algorithm recursively. Where every 

branch will speak to its result and conceivable situation of 

decision will produce a decision tree. Ross Quinlan added 

to the ID3 decision tree algorithm and made it 

straightforward. The ID3 algorithm is to gather a decision 

tree with the utilization of a top-down and avaricious hunt 

utilizing the given set for the test of every attribute that 

exists at every node. To get the attribute that is more 

valuable for the characterization of the given set, the 

presentation of metric-information gain is performed. This 

algorithm is an essential one in classification of decision 

tree and it is broadly connected, it seeks through the 

training instances with attributes and brings out the relevant 

attributes that isolates the examples in the most ideal way. 

ID3 stops if the attributes of the training set is splendidly 

classified, else it proceeds with operation on x (i.e., where 

x= number of conceivable values of an attribute) isolated 

subsets to achieve the best attribute. The algorithm chooses 

the best attribute with the utilization of avaricious hunt and 

it doesn't return to prior decisions being made. The standard 

of ID3 algorithm is Information theory. ID3 was used 

because it is easy to use and also very effective. A 

Pseudocode of the ID3 algorithm is presented here. 

Step 1: Start 

Step 2: Create a root node 

Step 3: Develop classification attribute 

Step 4: Calculate entropy of classification 

Step 5: For every attribute in R, Use the attribute of 

classification to compute Information Gain 

Step 6: Starting from the root node select attribute with the 

maximum gain that is the next node in the tree. 

Step 7: Develop reduced table R’s by removing node 

attribute 

Step 8: Repeat steps 5- pending all attributes have been 

used 

Step 9: Stop 

Step 10: Return root 

3.3. Data Training 

The flowchart for training of the data is shown in Figure 1 

and the overall flowchart of the system is also shown in 

Figure 2. In Figure 1, the data selected is converted into 

Attribute Relation File Format (ARFF) using the ARFF 

converter and classification was done using WEKA and in 

order to produce decision trees. The “IF-THEN” rules gotten 

from the decision tree (Figure 2) is placed into the 

knowledge base of the prediction system and the user will 

use the user interface for interaction and related questions 

will be asked which will now be used to put together rules in 

the knowledge base of the system. 

 

Figure 1. Flowchart for training of the data. 
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Figure 2. System Architecture. 

3.4. Description of the Attributes 

The paper uses a single major table called rules. The rules 

in the table will serve as the knowledge base. It stores 

information about all users of the application. Level is the 

primary key for this table. The other major fields and their 

attributes are described as follows. 

Programme: This field contains the various programmes in 

the university. 

Sex: This is the gender of the student. It occurred in two 

forms, i.e., as “MALE” or “FEMALE”. 

Offence (OFF): In this field, we record the types of crime 

could have been committed by various students. For this 

research work, this field is very vital because other fields 

depend on it. This means that before any record can be 

entered into the database, a crime must have been committed. 

Level: This was used to represent the current level of the 

student as at the time the offence was committed. It will be 

used to reference the records within the database. 

Letter of warning (LOW): This is a record of the number 

of warning letters a student has been given by the DSSD. 

This will determine if the student will be eventually expelled. 

3.5. The Design of the Prediction System 

The developed system has a knowledge base that 

assembles knowledge and an arrangement of rules for the 

application of the knowledge base to every situation being 

depicted to the program in the Figure below. This is a 

knowledge-base that incorporates past records of bad 

behavior with the demerit point and its relationship with new 

records after facing panel. It gives advice about the expulsion 

of students from the university. Figure 3 shows the 

architecture of the prediction system. 

 

Figure 3. Architecture of the prediction system. 

Knowledge Base: It contains the domain knowledge 

(Domain knowledge means having specialized knowledge 

about a certain problem). Here, we have the rules and it will 

be implemented using WEKA “IF-THEN” rules 

Working Memory: The working memory accepts 

information from users about the current problem through the 

inference engine and it will match the information stored in 

the working memory alongside the domain knowledge in the 

knowledge base to arrive at a conclusion. 

Reasoning Engine: This is the processor of the prediction 

system. It combines facts and specialized knowledge to get 

new information in order to draw conclusions then adds the 

conclusion to the working memory. 

User: The individual will use the system to generate 

predictions from a set of data. 
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4. Implementation and Results 

This section deals with the implementation of the Crime 

Prediction System using the ID3 decision tree algorithm. The 

tools that were used for the system implementation are 

described here. JDK (Java Developer’s Kit) with NetBeans 

IDE 8.0.2 (Integrated Development Environment) were used 

to develop the prediction application interface. WEKA 

Explorer was used to train the prediction model. It contains a 

set of visualization tools and algorithms for the analysis of 

data and modelling prediction, alongside the GUI for easy 

access to its functionality. MySQL relational database 

management system was used to store and manage data 

directly within the database. WEKA stores data in flat files 

i.e. ARFF format. The ARFF converter was used to convert 

the data from excel file into ARFF file format acceptable in 

WEKA. 

4.1. Model Construction using ID3 Decision Tree 

ARFF converter was used to select and pre-process the 

raw data into the format acceptable by WEKA for model 

construction. The ARFF pre-processed data was then trained 

by the WEKA implementation tool, specifically with the use 

of ID3 algorithm under the classify panel in WEKA. Set of 

rules were generated by the system and the resulting model 

from the classifier are shown in figures 4. Figure 4 shows the 

ID3 rules generated by WEKA, the error margins and 

prediction accuracies of the classified model. 

 

Figure 4. Some rules generated using WEKA. 

Figure 4 showed that the time taken to build the model was 

0.01 seconds with 99% of the data reported as correctly 

classified instances while 1% was incorrectly classified. 

Koppa statistic was 1, which, which showed that there was 

agreement of prediction with true class. Also, Mean Absolute 

error, Root Mean Square Error, Relative Absolute Error, Root 

Relative Squared Error were all zero. This showed that the 

resulting model was very reliable. The decision tree 

generated from the rules as produced by WEKA is shown in 

figure 5.  

Figure 5. Decision Tree produced using WEKA. 
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4.2. Knowledge Representation 

The knowledge represented by the decision tree generated 

was extracted and represented in the form of IF-THEN rules 

and this is presented in Table 2. For instance, rule one means 

that if the concerned student is in 100 levels and student has 

never been given a letter of warning and the new offence 

committed is drugs (i.e. drug abuse), then the prediction is 

that the student is a suspect. Likewise for the last rule, if the 

student is an extra year student and has been issued one letter 

of warning and the offence committed is drugs, then the 

prediction is that the student is a strong suspect based on 

his/her past records. So, further investigation could be carried 

by security agencies in charge of students to further verify 

this claim. 

Table 2. RULE Set generated by ID3. 

� IF LEVEL =’100’ and LOW = ‘0’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a suspect’ 

� IF LEVEL =’200’ and LOW =’0’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a suspect’ 

� IF LEVEL =’300’ and LOW =’0’ and OFF = ‘DRG’, THEN PRD =’ Based on past records, student is a suspect’ 
� IF LEVEL =’400’ and LOW =’0’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a suspect’ 

� IF LEVEL =’500’ and LOW=’0’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a suspect’ 

� IF LEVEL=’100’ and LOW=’0’ and OFF =’THF’, THEN PRD = ‘Based on past records, this is a new case’ 
� IF LEVEL =’200’ and LOW =’0’ and OFF =’THF’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL =’300’ and LOW =’0’ and OFF =’THF’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL =‘400’ and LOW =’0’ and OFF =’THF’, THEN PRD =’ Based on past records, this is a new case’ 
� IF LEVEL =’500’ and LOW =’0’ and OFF =’THF’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL =’100’ and LOW =’0’ and OFF =’IAT’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL=’200’ and LOW =’0’ and OFF =’IAT’, THEN PRD =’ Based on past records, this is a new case’ 
� IF LEVEL =’300’ and LOW =’0’ and OFF =’IAT’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL =’400’ and LOW =’0’ and OFF =’IAT’, THEN PRD =’ Based on past records, this is a new case’ 

� IF LEVEL =’500’ and LOW =’0’ and OFF =’IAT’, THEN PRD =’ Based on past records, this is a new case’ 
� IF LEVEL= ‘100’ and LOW =’1’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a strong suspect ’ 

� IF LEVEL= ‘200’ and LOW =’1’ and OFF =’DRG’, THEN PRD =’ Based on past records, student is a strong suspect’ 

� IF LEVEL= ‘300’ and LOW =’1’ and OFF =’DRG’, THEN PRD =’ Based on past records, this is a strong suspect’ 
� IF LEVEL= ‘400’ and LOW =’1’ and OFF =’DRG’, THEN PRD =’ Based on past records, this is a strong suspect’ 

� IF LEVEL= ‘500’ and LOW =’1’ and OFF =’DRG’, THEN PRD =’ Based on past records, this is a strong suspect’ 

 

4.3. Prediction Interface 

The prediction system interface was tested in order to 

check if it works properly with the if-then rules used to 

model it, which served as the knowledge base in the 

prediction system. It has a login page which serves as an 

introduction page to the user of the application. The security 

check of the system is the username and password and it 

grants access to the prediction system if the user can enter a 

correct username and password. The prediction interface was 

based on a combination of rules to determine whether a 

student is a suspect when a crime is committed. The ‘Student 

Information’ tab allows the system administrator to enter 

details about students suspected to be involved in a new 

crime. The number of suspects is entered under the 

‘Suspects’ tab. The ‘Student Crime Data’ tab is used to 

populate the prediction system with students’ crime data 

details as they occur. Usually it checks the database whether 

the student involved has committed any crime in the past or it 

is a new case. The ‘Prediction’ tab contains the main 

commands for carrying out the actual prediction of a crime. 

Suspected students details including the offence (s) presently 

committed are entered into the system. The system thus 

predicts whether the concerned students are suspects based 

on the existing past knowledge in the system. A sample 

prediction is shown in figure 6. 

 

Figure 6. Prediction Interface showing “Based on past records, student is a suspect”. 
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4.4. Class-Wise Accuracy and Accuracy Model for Class 

Prediction 

The system was tested with 30 percent the real dataset 

used for this work. Summary of predictions generated by the 

developed system are presented in Table 3. Table 3 shows the 

true positive and false positive classifications. In addition, 

the correct precision for the three-class outcome categories 

were presented. 

Table 3. Class-wise accuracy for three class prediction. 

CLASS 
True Positive 

(TP) 

False Positive 

(FP) 

Correct Precision 

(%) 

Drug 0.940 0.347 0.734 

Theft 0.435 0.013 0.909 

Immoral Act 0.577 0.123 0.625 

Average 0.651 0.161 0.756 

From table 3, the average true positive rate was 0.765; this 

represented the ratio of correct predictions, which were the 

number of sample predictions that came out to be truly 

positive. The average false positive rate was 0.073; this 

represented the number of samples that were predicted 

positive but they were actually negative. Precision is the 

fraction of those predicted positives that were actually 

positive, which had an average of 0.756. These very positive 

values reported by the model implied that the model was 

predicting with high level of accuracy. 

Table 4 shows the percentage accuracy of the developed 

crime prediction system. As shown in the table, correctly 

classified instances were 72.73% while the incorrectly 

classified instances were 27.27%. This showed that the 

model has a high level of accuracy in predicting crimes 

among students and it could be a very reliable tool to 

Students administrators and security personnel in any 

educational system. 

Table 4. Percentage Accuracy of the System. 

Algorithm 
Correctly Classified 

Instances 

Incorrectly Classified 

Instances 

ID3 72.73% 27.27% 

5. Conclusions and Future Works 

This paper looked at the use of data mining for identifying 

crime patterns using classification rule mining techniques. 

Classification rule technique was adopted as the data mining 

method for this research work, which focused on developing a 

crime prediction system for the Directorate of Students and 

Services Development (DSSD) of Redeemer’s University. 

Model generation for the prediction system was based on real-

life students’ crime related data obtained from DSSD, 

Redeemer’s University. Crime prediction patterns as machine 

learning task were formulated in this work and to hereby utilize 

data mining to assist DSSD in predicting crimes and how to 

make use of classification rule mining for crime and suspects. 

By accurate analysis and representation, we were able to identify 

hidden relationships in the database. Predictions based on these 

relationships were made in order to detect crime and suspects. It 

could be concluded from the results of this study that the 

classification rule mining used in this work showed the hidden 

relationships between the crime data. The developed system also 

effectively predicted the list of possible suspects by simply 

analyzing data retrieved from the crime scene with already 

existing data in the database with 72.7% accuracy. 

The result of this work showed how to deal with crime 

prediction using decision tree techniques. Data mining had 

been applied in various areas of security, crime and criminal 

detection. In this study, encouraging results were obtained, a 

sample data was used for testing and training classifiers due 

to time constraint. It is appropriate to perform the 

experiments with very large training and testing datasets as 

well as making a number of trials to come out with more 

accurate classifiers. Finally, the Students Services 

Department of any University can react quickly and 

adequately to crime situations. This makes identification of 

criminals more efficient and more focused. Reduction in the 

number of pending cases and in the population of falsely 

accused individuals can be achieved. 
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ABSTRACT 

This paper discusses briefly the significance of e-mail 

communication in today’s world, how substantial e-mails are 

with respect to obtaining digital evidence. The framework 

proposed by authors employs state-of-the-art existing data 

mining techniques. Experiments are conducted for e-mail 

analysis on the Enron data corpus.  The intent of the proposed 

system is to provide assistance during forensic investigation. 

In this paper, we enhance the results obtained in our previous 

work on statistical analysis and provide our findings on e-mail 

classification experiments. 

General Terms 

Data Mining, Machine Learning, Digital Forensic. 

Keywords 

E-mail forensic analysis, Statistical Analysis, Classification 

and Clustering techniques, Authorship identification, Social 

Network Analysis. 

1. INTRODUCTION 
In this Internet age, e-mail still holds a significant place at the 

summit, in finding useful digital evidence in mountains of 

data. It is like an inseparable accessory rather than a tool for 

most of us, with trillion e-mails sent a year, making it a key 

evidential element in almost every case litigated today. We 

are more prone to using e-mail rather than talking on 

telephones or putting things to paper. So be it a software firm, 

a bank, or an institution, e-mails are everywhere! However, 

today new digital trends like social networking, texting and 

tweeting are slowly nibbling e-mail as our primary 

communication, but still they are no less digital. So every time 

when our keyboard is doing the talking, we are naively 

leaving digital traces behind. Forensic experts are masters of 

finding and following these traces, rightfully to the evidence. 

Civil and criminal court proceedings are seeking reliable 

digital evidence to punish the convict in cyber crime cases. 

For this reason, expert forensic analysis of e-mails and other 

electronically stored information is paramount when evidence 

goes digital. This had lead to the need for efficient automated 

tools in the hands of forensic experts [29].  

1.1 Identification and Extraction 
The first step in any e-mail analysis is identification of e-mail 

sources and how the e-mail servers and clients are used in an 

organization. E-mail clients and servers have expanded into 

full databases, document repositories, contact managers, time 

mangers, calendars’ and many other applications, more than 

just a way of sending messages. Organizations use these 

powerful, database enabled e-mail and messaging servers to 

manage cases, track clients and share data. Most users are still 

unaware that even though they have clicked the delete button 

or emptied their Deleted Items folder, many times e-mails can 

be forensically extracted even after deletion. It's common 

policy for most organizations, such as banks or brokerage 

firms, to have e-mail archiving for regulatory purposes, with 

users being totally unaware, that all their e-mails are being 

stored for years in a searchable, retrievable format.  Most 

users are oblivious to the fact that e-mails may reside on 

servers unbeknown to them, or on backup tapes that were 

created during the normal course of business. Certainly, they 

may also be extracted from the hard disk of the client or the 

server as well. If properly conducted and managed the 

forensic analysis of e-mail yields documents that can be easily 

correlated by date, subject, recipient or sender and yield a 

highly understandable and easy to follow map of events and 

entities. This could play an evidentiary role in criminal cases 

pertaining to cyber crimes. However manual analysis of this 

enormous data is impractical. In this context, Data mining and 

machine learning techniques have reliably paid off. The 

framework in [29-31] proposed by authors is based on these 

well established techniques and efforts to provide a better 

insight in e-mail analysis by assisting the forensic investigator 

during initial stage of any forensic investigation.  

In this paper, we extend the implementation of our proposed 

framework in [29-31]. This paper is divided into four sections. 

Section II briefly summarizes the related work in e-mail 

mining. Section III extends the statistical findings obtained in 

[30] and the experimental results on e-mail classification. 

Section IV presents the conclusion drawn. 

2. RELATED WORK 

E-mail mining is an upcoming research area wherein 

researchers are constantly striving to find upbeat methods to 

restrain against the increasing e-mail abuse. Digital Forensic 

technology has already become a centre of attention among 

researcher’s and law professionals to help curb the amount of 

cyber crime [28]. Existing techniques of data mining, machine 

learning algorithms and visualization have been used 

profusely by researchers in their endeavor. Researchers have 

brought up various tools and frameworks for e-mail analysis 

from time to time, to aid the forensic investigator, which are 

outlined in [1], [18-22]. Data mining techniques of 

classification and clustering have given credible results in e-

mail forensic analysis as explored in [1-3], [23]. Social 

Network analysis of e-mails helps in determining user 

behaviors and their social circle. Valued forensic analysis has 

been obtained on e-mail social network analysis in [1], [24-

27]. E-mail authorship analysis is an emerging research 

avenue with respect to forensic investigation. Authorship 

analysis, draws its roots from linguistic research, and has 

gained momentum with respect to e-mail and online message 

authorship over the time course and commendable results 
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have been obtained by researchers as discussed in [4-15]. 

Another aspect added with respect to linguistic research of e-

mail is gender identification of e-mails which could be of vital 

forensic value, and is discussed in [16-17]. However, 

presently the authors haven’t included gender identification 

feature in their proposed framework due to time constraints. 

Extensive details of the related literature on the proposed 

framework can be followed in [29, 31], where the authors 

have thoroughly explored the related work on e-mail analysis. 

3. EXPERIMENTAL RESULTS 

The proposed framework employs data mining techniques to 

achieve the myriad functionalities. The framework is 

proposed to perform Statistical Analysis, Classification & 

Clustering, Author Identification and Social Network 

Analysis. The intent of the work is to overcome the confines 

observed in previous systems. To evaluate our 

implementation, we are using the Enron e-mail corpus made 

available by MIT at http://www.cs.cmu.edu/~enron/.  The 

proposed framework is implemented in Java and uses the data 

mining tool weka as previously discussed in [29-30]. 

3.1 E-mail Statistical Analysis 
Statistical analysis of e-mail data is calculated from e-mail 

ensembles, and the communication pattern so obtained 

reflects a great deal of information valued to the forensic 

investigator. The various possible statistics obtained from the 

email corpus could be number of e-mails per sender, per 

recipient, per sender domain, per recipient domain, per class, 

per cluster etc. [29, 30]. In our previous work in [30] we had 

calculated limited statistics. Here we have extended the 

statistics calculated per individual e-mail user. Also the results 

have been enhanced using graphical bar charts. For case study 

we are viewing the statistical analysis of user Allen P. Figure 

1-5 show the various statistics calculated over the inbox and 

outbox of the user Allen P. The inbox and outbox statistics 

reveal the persons with whom Allen P is frequently 

communicating. We can also infer the least communicating 

entities from the same graph. Thus the outliers can be further 

analyzed by the forensic investigator for detailed analysis. 

 

 
Fig 1: Inbox Statistics 

 
Fig 2: Outbox Statistics 

 

 
Fig 3: Inbox Mail Distribution 

 
Fig 4: Outbox Mail Distribution 

 
Fig 5 : General Statistics  

 

Similarly, the inbox and outbox distribution at over various 

hour of the day provides a summary about the communication 

pattern of a certain user. As identified in this case, Allen P is 

frequently sending mails at late hours in night. Such 

information can be of crucial use to the forensic investigator 

in cases of threat or fraud from a disgruntled employee. 

Rest other statistics can also be shown graphically but have 

been skipped due to space issues. Thus, statistical analysis can 

provide an initial insight to the forensic investigator at the first 

http://www.cs.cmu.edu/~enron/
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glimpse of the e-mail ensemble. This can result in confining 

the number of suspects or even identification of possible 

suspects at the primary stage of the investigation. 

3.2 E-mail Classification 
Most e-mail mining tasks are being accomplished by using e-

mail classification at some point. E-mail classification is the 

assignment of an e-mail message to one of the category, from 

a pre-defined set of categories. Examples of applications are 

automatic mail categorization into folders; spam filtering and 

author identification. Generally classification is performed in 

two steps: data cleaning which is followed by features 

extraction. Next the extracted features are bifurcated to 

represent the training and test sets. The training sets are given 

class labels and it is used to develop a classifier model. The 

accuracy of the classifier depends on the aptness of the 

training data. The developed model is then tested with the test 

data and the classifiers accuracy is tested. Sometimes some 

other data can also be used in order to validate the developed 

model. 

 
Fig 6: Training of Classifier 

 

 
Fig 7: Testing of Classifier 

 

Here we will be classifying the e-mails based on their topic 

into two classes: those dealing with company business 

(official) and those that were personal specifically for Enron 

dataset. For Classification, we are using Decision Tree 

classifier represented as J48 in the weka classes, which has 

shown promising results in most of the studies. For e-mail 

classification, the body of e-mail is converted to a vector of 

metrics called features. Using java StringToWordVector API 

of weka, each character stream is converted into distinct 

tokens or words. Some of the words may appear in different 

forms (for instance, verb, noun, and adjective, etc.), or 

different tenses such as present, past, and future). Such words 

are stemmed to their common root. For example ‘report’, 

‘reported’, and ‘reporting’ will be stemmed to their root form 

‘report’. We are using weka to internally stem the words to 

their base form. For feature selection we are using the tf-idf 

measure and weka’s internal attribute selection methods in 

order to reduce dimensionality of the feature set.  

For experiment we considered a subset containing around 200 

e-mail messages classified manually into two classes: those 

dealing with company business (official) and those that were 

personal. Each category contained 100 e-mails. We randomly 

created the training set and developed the classifier model 

using J48 Decision tree class of weka. We constructed a 

training set by randomly selecting 60 e-mails from each class, 

while the remaining 40 e-mails were used for testing. Figure 7 

shows the testing procedure of our framework. This same 

experiment was repeated for several random training set in 

order to test the robustness of our classifier. The precision of 

the classifier  varied between 74% and 89%, with an average 

precision of about 82%. The classifier’s precision is computed 

to measure the accuracy of the developed model, and is 

calculated as the percentage of true positives. The observed 

results from our developed classifier model are within 

acceptable range and are showing promising result. 

4. CONCLUSION 

With growing e-mail abuses investigators require efficient 

automated tools for fast e-mail analysis to help the forensic 

investigators gather evidence. Automation can ease the 

process, help in saving the time and can help to nab the culprit 

in time. E-mail has become vital for inter-personal 

communication and professional life, so efficient solution for 

fast e-mail analysis is the need of the hour. Through statistical 

analysis we have concluded that it could be effective at the 

primary stage of forensic investigation in order to identify 

prime suspects or limit the number of suspects by identifying 

anomalous behavior. However in order for this to be full 

proof, the context of the data should be kept in mind which is 

very necessary. The experiments on e-mail classification have 

shown promising results. The results can be compared with 

other classifiers but have been limited due to time constraints. 

The authors propose to incorporate this as a part of future 

scope.  The implementation of the rest of the proposed 

framework is ongoing. 

5. REFERENCES 

[1] Rachid Hadjidj, Mourad Debbabi, Hakim Lounis, 

Farkhund Iqbal, Adam Szporer, Djamel Benredjem, 

“Towards an integrated e-mail forensic analysis 

framework”,  Digital Investigation 5, pp.124–137, 2009. 

[2] S S.Appavu alias Balamurugan, Dr.R.Rajaram, “Data 

mining techniques for suspicious e-mail detection: A 

comparative study”, IADIS European Conference Data 

Mining, 2007. 

[3] D.V. Chandra Shekar and S.Sagar Imambi, “Classifying 

and Identifying of Threats in E-mails – Using Data 

Mining Techniques”, Proceedings of the International 

MultiConference of Engineers and Computer Scientists, 

Vol. I, IMECS, 19-21 March 2008, Hong Kong. 

[4] Iqbal F, Hadjidj R, Fung BCM, Debbabi M., “A novel 

approach of mining write-prints for authorship attribution 

in e-mail forensics”, Digital Investigation 5:pp.42–51, 

2008. 

[5] Zheng R, Li J, Chen H, Huang Z., “A framework for 

authorship identification of online messages: writing-

style features and classification techniques”. Journal of 



 

International Journal of Applied Information Systems (IJAIS) – ISSN : 2249-0868 
Foundation of Computer Science FCS, New York, USA 
2nd National Conference on Innovative Paradigms in Engineering & Technology (NCIPET 2013) – www.ijais.org 

 

4 

the American Society for Information Science and 

Technology, February ;57(3), pp.378– 93, 2006. 

[6] Zheng R, Qin Y, Huang Z, Chen H., “Authorship 

analysis in cybercrime investigation”, In: Proc. 1st 

NSF/NIJ symposium. ISI Springer-Verlag; pp. 59–73, 

2003. 

[7] de Vel O, Anderson A, Corney M, Mohay G., “Mining e-

mail content for author identification forensics”,  

SIGMOD Record December ;30(4):55–64, 2001. 

[8] Olivier de Vel, “Mining E-mail Authorship”, KDD-2000 

Workshop on Text Mining, August 20, Boston, 2000. 

[9] Farkhund Iqbal, Hamad Binsalleeh, Benjamin C.M. 

Fung, Mourad Debbabi., “Mining writeprints from 

anonymous e-mails for forensic investigation”, Digital 

Investigation, 2010. 

[10] Abbasi A, Chen H., “Writeprints: a stylometric approach 

to identity level identification and similarity detection in 

cyberspace”, ACM Transactions on Information 

Systems, Vol.26, No.2, Article 7, March 2008. 

[11] Gray, A., Sallis, P., & MacDonell, S., “Software 

forensics: Extending authorship analysis techniques to 

computer programs”, Third biannual conference of the 

International Association of Forensic Linguists (IAFL 

’97), 1997. 

[12] Argamon, S., S ˇ ari´c, M., & Stein, S.S., “Style mining 

of electronic messages for multiple authorship 

discrimination”, Proceedings of the 9th ACM SIGKDD 

Conference on Knowledge Discovery and Data Mining 

(pp. 475–480). ACM Press, 2003. 

[13] Chaski, C., “Empirical evaluations of language-based 

author identication techniques”,Forensic Linguistics, 8, 

2001. 

[14] Gui-Fa Teng’J, Mao-Sheng Lai I,  Jian-Bin Ma’,  Ying 

Li, “E-mail Authorship Mining based on SVM for 

Computer Forensic”, Proceedings of  the Third 

International Conference on Machine Learning and 

Cybermetics, Shanghai, August, pp.26-29, 2004. 

[15] Jiexun Li, Rong Zheng, Hsinchun Chen, “From 

Fingerprint to Writeprint”, Communications of the ACM, 

2006. 

[16] Corney, M., de Vel, O., Anderson, A., & Mohay, G. , 

“Gender-preferential text mining of E-mail discourse”, 

Eighteeth annual Computer Security Applications 

Conference (ACSAC 2002), Las Vegas, NV, 2002. 

[17] Koppel, M., Argamon, S., & Shimoni, A.R., 

“Automatically categorizing written texts by author 

gender. Literary and Linguistic Computing, 17(4), 401–

412, 2002. 

[18] Stolfo S.J., Hershkop S., Ke Wang, Nimeskern O., 

“EMT/MET: systems for modeling and detecting errant 

e-mail”, Proceedings of DARPA Information 

Survivability Conference and Exposition, 2003. 

[19] Stolfo S.J., Hershkop S., Ke Wang, Nimeskern O., Chia-

Wei Hu, “Behavior-Based Modeling and Its Application 

to E-mail Analysis”,ACM Transactions on Internet 

Technology, Vol. 6,No. 2, May, Pages 187–221, 2006.  

[20] Xiaoyan Fu_,Seok-Hee Hong,Nikola S. Nikolov,Xiaobin 

Shen,Yingxin Wu,Kai Xuk, “Visualization and Analysis 

of E-mail Networks”, Asia-Pacific Symposium on 

Visualisation, 2007.  

[21] Fanlin Meng, Shunxiang Wu, Junbin Yang, Genzhen Yu, 

“Research of an E-mail Forensic and Analysis System 

Based on Visualization”, Second Asia-Pacific 

Conference on Computational Intelligence and Industrial 

Applications, 2009. 

[22] Sudhir Aggarwal,Jasbinder Bali,Zhenhai Duan,Leo 

Kermes,Wayne Liu,Shahank Sahai,Zhenghui Zhu, “The 

Design and Development of an Undercover Multipurpose 

Anti-Spoofing Kit (UnMask)”, 23rd Annual Computer 

Security Applications Conference, 2007. 

[23] Sergio Decherchi, Simone Tacconi, Judith Redi, Fabio 

Sangiacomo, Alessio Leoncini and Rodolfo Zunino, 

“Text Clustering for Digital Forensics Analysis”, Journal 

of Information Assurance and Security 5  (2010), pp.384-

391. 

[24] Ryan Rowe, German Creamer, Shlomo Hershkop and 

Salvatore J Stolfo, “Automated Social Hierarchy 

Detection through E-mail Network Analysis”, Joint 9th 

WEBKDD and 1st SNAKDD Workshop ’07 August 12, 

2007, San Jose, California, USA. 

[25] Rabeah Al-Zaidy, Benjamin C. M. Fung, Amr M. 

Youssef, “Towards discovering criminal communities 

from textual data”, Proceedings of the 2011 ACM 

Symposium on Applied Computing, 2011. 

[26] M. Goldberg, M. Hayvanovych, A. Hoonlor, S. Kelley, 

M. Ismail, K. Mertsalov, B. Szymanski and W. Wallace, 

“Discovery, Analysis and Monitoring of Hidden Social 

Networks and Their Evolution”, Technologies for 

Homeland Security, IEEE Conference, pp.1-6, 2008. 

[27] Hongjun Li, Jiangang Zhang, Haibo Wang, Shaoming 

Huang, “A Mining Algorithm For E-mail’s Relationships 

Based On Neural Networks”, International Conference 

on Computer Science and Software Engineering, 2008. 

[28] Gary Palmer, “A Road Map for Digital Forensic 

Research, “DFRWS Technical Report”, Available: 

http://www.dfrws.org/2001/dfrwsrmfinal. pdf, 2001. 

[29] Sobiya R. Khan,  Smita M. Nirkhi, R. V. Dharaskar, “E-

mail Mining for Cyber Crime Investigation”, Proceedings 

of International Conference on Advances in Computer and 

Communication Technology, pp.138-141, February 2012. 

[30] Sobiya R. Khan,  Smita M. Nirkhi, R. V. Dharaskar, 

“Mining E-mail Content for Cyber Forensic 

Investigation”, UACEE International Journal of 

Computer Science and its Applications, Vol. 2, Issue-2, 

pp.112-116, Aug 2012. 

[31] Sobiya R Khan, Smita M Nirkhi and R V Dharaskar, 

”Author Identification for E-mail Forensic”, IJCA 

Proceedings on National Conference on Recent Trends in 

Computing NCRTC(2):29-32, May 2012. 

 


	CaseStudy.pdf
	CaseStudy_Ex2
	CaseStudy_Ex4
	CaseStudy_Ex6
	Abstract
	Keywords

	Introduction
	Conceptual foundations
	Conventional regression models
	The machine learning model

	Estimation
	Data partitions as a key idea

	Random forests
	Confusion tables
	Variable importance for forecasting
	Partial response plots

	Other tree-based algorithms
	Stochastic gradient boosting
	Bayesian additive regression trees

	Statistical inference for tree-based machine learning
	Conclusions
	Endnotes
	Competing interests
	References

	CaseStudy_Ex7
	CaseStudy_Ex8

