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Abstract—The introduction of interview speech in recent NIST
Speaker Recognition Evaluations (SREs) has necessitated the
development of robust voice activity detectors (VADs) that can
work under very low signal-to-noise ratio. This paper highlights
the characteristics of interview speech files in NIST SREs and
discusses the difficulties of detecting speech/non-speech segments
in these files. To alleviate these difficulties, this paper proposes
a VAD that uses noise reduction as a pre-processing step. A
strategy to avoid the undesirable effects of impulsive signals and
sinusoidal background-signals on the VAD is also proposed. The
proposed VAD is compared with the VAD in the ETSI-AMR
speech coder for removing silence regions of interview speech
files. The results show that the proposed VAD is more robust
in detecting speech segments under very low SNR, leading to a
significant performance gain in Common Conditions 1–4 of NIST
2008 SRE.

Index Terms—Voice activity detection; far-field microphone;
speaker verification; noise reduction; spectral subtraction; NIST
speaker recognition evaluations.

I. INTRODUCTION

A. Speaker Verification

Speaker verification [2], [3] is to authenticate the identity of
an individual based on his or her own voice. It is an important
branch of biometrics [4], [5] and has potential applications
in security, access control, password reset, self-service tele-
phone banking, and offender management programmes [6].
For example, Banco Bradesco, a Brazil’s private bank, uses
Nuance’s speaker verification solution to verify its 15 million
customers over the phone [7]. In another example, ABN
AMRO uses VoiceVault’s speaker verification system in its
telephone banking services [8]. More recently, NAP Personal
Banking in Australia and T-mobile of Deutsche Telekom in
Netherlands provide voice authentication for their customers
[9], [10].

The process of speaker verification can be divided into
two stages: enrollment and verification. During the enrollment
stage, a client speaker is asked to utter a set of phrases or
sentences. The collected speech is then used to create a client-
speaker model corresponding to that speaker. In a typical
verification session, a speaker claims his/her identity; then
the system prompts the speaker to utter a specific phrase
or sentence and compares the utterance against a target-
speaker model corresponding to the claimed identity to make
a decision. In addition to this prompt-and-response scenario,
the conversations of a speaker in telephone calls, meetings, or

interviews can also be used for enrollment and verification.
The latter scenario has been used in recent NIST speaker
recognition evaluations (SREs) [11].

B. Importance of VAD in Speaker Verification

NIST SREs [11] have been focusing on text-independent
speaker verification over telephone channels since 1996. In
recent years, NIST introduces interview speech into the evalua-
tions. For example, the speech files in NIST 2008 SRE contain
conversation segments of approximately five minutes for tele-
phone speech and three minutes for interview speech. In each
speech file, about half of the conversation contains speech,
the other half being pauses or silence intervals. The inclusion
of non-speech intervals in the speech files necessitates voice
activity detection (VAD) because these intervals do not contain
any speaker information.

C. Existing VAD Methods

VAD is an essential part of speech processing and communi-
cation systems. In particular, it helps enhance system capacity
and reduce power consumption of portable communication
devices via discontinuous transmission of coded speech.

Early methods of VAD extract parameters such as LPC
distance [12], energy levels, and zero crossing rates [13] from
speech signals and compare these parameters with a set of
thresholds for detecting the speech regions of an utterance.
The thresholds are estimated from non-speech regions of
utterances. The detection accuracy of these earlier methods,
however, could degrade dramatically under adverse acoustic
conditions.

Advanced speech coders typically uses more sophisticated
methods in their VAD. For instance, in Option 1 of ETSI
adaptive multi-rate (AMR) coder [1], the decision logic of
speech/non-speech is based on a mixture of acoustic informa-
tion, including pitch, tone, complex-signal correlation, and the
energy levels of 9 frequency bands. In Option 2 of the AMR
coder, VAD decisions depend on the energy of 16 channels
(frequency bands), background noise, channel SNR, frame
SNR, and long-term SNR. One advantage of this coder is that
the VAD decision threshold is adapted dynamically according
to the acoustic environment, allowing on-line speech/non-
speech detection under non-stationary acoustic environments.

More recently, research has focused on statistical-based
VAD where individual frequency bins of speech are assumed



(a) The whole speech file (without denoising)

(b) The whole speech file (with denoising)

(c) A short segment (without denoising)

(d) A short segment (with denoising)

(e) A short segment

Fig. 1. Spectrogram, waveform, and speech/non-speech detection of an interview-speech file in NIST 2008 SRE without [(a) and (c)] and
with [(b) and (d)] denoising. (e) VAD results of ETSI-AMR coder, Option 2 [1]. For (c)–(e), the results of VAD are shown in the panels
labelled with .phn, with S and h# representing speech and non-speech intervals, respectively.



to follow a parametric density function [14]. In this approach,
VAD decisions are based on a likelihood-ratio test where
the geometric mean of the log-likelihood ratios of individual
frequency bins are estimated from observed speech signals.
The statistical models can be Gaussian [14]. However, to
handle a wide variety of noise conditions, it has been found
[15] recently that Laplacian and Gamma models are more ap-
propriate. The types of models can also be selected adaptively
for different noise types and SNRs according to an online
Kolmogorov-Smirnov test [15]. To improve the robustness of
VAD under adverse acoustic environment, contextual informa-
tion derived from multiple observations has been incorporated
into the likelihood ratio tests [16].

In recent NIST SREs, several sites provided the details of
their VAD in the system descriptions. Typically, these systems
use energy-based methods that estimate a file-dependent deci-
sion threshold according to the maximum energy level of the
file [17]. Some sites used the periodicity of speech frames
to make speech/non-speech decisions [18]. An alternative
approach is to use the ASR transcripts supplied by NIST to
remove the non-speech segments [19].

D. Paper Organization

This paper proposes a voice activity detector that is specially
design for extracting speech segments from the interview-
speech files of NIST SREs. Section II highlights the special
characteristics of interview speech in recent NISR SREs and
demonstrates how these characteristics cause difficulties in
extracting the speech segments accurately. Then, Section III
argues that spectral subtraction is an essential step in over-
coming the difficulties. Further evidences are then reported in
Section IV where the proposed VAD outperforms the VAD in
the ETSI AMR coder [1] under the NIST 2008 SRE.

II. INTERVIEW SPEECH IN NIST SRE

The telephone speech segments in NIST SREs generally
have high signal-to-noise ratios (SNRs), primarily because
of the close proximity between the speaker’s mouth and the
handset in telephone speech. The high SNR makes VAD a
trivial task. However, for interview speech, different micro-
phone types can be used for recording. For example, twelve
microphones have been used in recording interview speech in
NIST 2008 SRE. The interview-speech files in NIST SREs are
special in that
(1) some files have extremely low SNR, as exemplified in

Figures 1 and 2;
(2) some files contain low-energy speech superimposed on

periodic background signals, as examplified in Fig 2; and
(3) some files contain a number of spikes (impulsive signals)

caused by plosive sounds or the speaker speaking too close
to the microphone, as illustrated in Fig. 3.

Depending on the microphone types, some of the interview-
speech segments have a very low SNRs, causing problems
in conventional VAD. Fig. 1(a) shows the waveform of an
interview-speech file (ftvhv.sph) in NIST 2008 SRE, and
Fig. 1(c) highlights a short segment of the same file. Evidently,

the SNR is very low. This low SNR will cause numerous errors
in energy-based VAD, as evident in the lower panel (labelled
with .phn) of Fig. 1(c).

III. NOISE REDUCTION FOR VAD

A. Spectral Subtraction as a Preprocessing Step

The special characteristics of interview speech files in NIST
SREs require an unconventional approach to detecting the
speech segments. In particular, because of the low SNR,
noise reduction becomes a vital preprocessing step. To this
end, we have applied spectral subtraction (SS) with a large
over-subtraction factor to remove the background noise as
much as possible before passing the denoised speech to an
energy-based VAD. We did not use more advanced speech
enhancement techniques (such as MMSE [20] and LSA-
MMSE [21]) because our focus is not on the audio quality of
the reconstructed speech. Instead, our focus is on increasing
the signal-to-noise ratio in the speech regions while at the
same time minimizing the signal amplitude in the non-speech
regions. Spectral subtraction can meet this requirement well
without unnecessarily complicating the whole system.

Denote x(n,m), y(n,m), and b(n,m) as the clean, noisy,
and background signal at frame m, respectively. Also denote
their corresponding frequency spectrum as X(ω,m), Y (ω,m),
and B(ω,m), respectively. To estimate the clean speech from
the observed noisy speech, this paper uses the spectral sub-
traction [22]–[24] of the form:

X̂(ω,m) =


[
|Y (ω,m)| − αm|B̂(ω)|

]
ejφy(ω,m)

if |Y (ω,m)| > (αm + βm)|B̂(ω)|
βm|B̂(ω)|ejφy(ω,m)

otherwise,
(1)

where φy(ω,m) is the phase of Y (ω,m), B̂(ω) is the average
spectrum of some non-speech regions, αm ≥ 1 is an over-
subtraction factor for removing background noise, and 0 <
βm ≪ 1 is a spectral floor factor ensuring that the recovered
spectra never fall below a preset minimum (spectral floor). The
over-subtraction factor aims to reduce the background noise as
much as possible when the signal energy is significantly higher
than the background noise. When the SNR is low, the spectral
floor factor ensures that a low-level of noise is present in the
enhanced signal. This noise helps to reduce the annoying effect
of the musical noise that may otherwise be introduced if the
recovered spectrum X̂(ω,m) is set to zero. The value of αm

Fig. 3. A short segment of low-energy interview speech in NIST 2008
SRE containing a high-energy spike.



(a)

(b)

(c)

Fig. 2. (a) A short segment of low-energy interview speech in NIST 2008 SRE superimposed on a periodic background. (b) The same segment
after spectral subtraction. The VAD decisions (S for speech and h# for silence) are shown in the bottom section. (c) VAD decisions made
by an ETSI-AMR coder.

and βm can be computed as follows:

αm = −1

2
ξm + c (αmin ≤ αm ≤ αmax)

βm =

{
βmin if ξm < 1
βmax otherwise

(2)

where
ξm =

∑
k |Y (ωk,m)|∑
k |B̂(ωk)|

is the a posteriori SNR, c x is a constant (= 2.5 in this work),
αmin, αmax, βmin, and βmax constrain the allowable range of
the over-subtraction factor and the noise floor. These limits are
set according to the amount of tolerable musical noise in the
noise-reduced speech. Because musical noise is not a concern
in our application (speakers’ features were extracted from the
original files instead of the noise-reduced files), we set these
values such that the speech spectra are over-subtracted, i.e.,
we removed as much noise as possible. In this work, we set
αmax = 4, αmin = 0.5, βmax = 0.05, and βmin = 0.01.
These values were determined by observing the reconstructed
waveform of several files.

Fig. 4 shows the structure of the proposed VAD, which
we refer to as spectral subtraction VAD or simply SS-VAD.
Figures 1(b) and 1(d) show the same speech file and segment
as in Figures 1(a) and 1(c) but after spectral subtraction.
Evidently, with the background noise largely removed, speech
and non-speech intervals can be correctly detected by an
energy-based VAD.

Fig. 1(e) shows the speech and non-speech segments de-
tected by the ETSI-AMR coder, Option 2. The figure suggests

Denoising

(Spectral Subtraction)
Energy-based VAD

Noisy
Speech

Denoised

Speech

Speech

Segments

Fig. 4. The structure of the proposed VAD for NIST SREs.

that this coder over-estimates the length of speech segments.
To collect more evidences on the advantage of noise re-

moval, we applied (1) energy-based VAD without SS, (2)
ETSI AMR, and (3) energy-based VAD with SS to extract the
speech segments of 6,249 files in NIST’05–08. For each file,
we used the three detectors to extract the speech segments and
computed the ratio between speech-segment length and total-
signal length. The distributions of speech-segment-length to
total-signal-length ratio are shown in Fig. 5. The figure shows
that without noise removal, the detector mistakenly determines
many non-speech segments as speech segments in a large
number of speech files, as evident by the high frequency of
occurrences at ratio 0.9–1.0. On the other hand, with noise
removal, the detector considers that in many speech files, half
of the total signals contain speech. The ETSI AMR lies in
between VAD with noise removal and VAD without noise
removal.

B. Threshold Determination and VAD Decision Logic

The presence of impulsive signals (spikes) also causes
problems in determining the VAD decision threshold, because
the spikes affect the maximum SNR in the file. If the decision
threshold is based on the background amplitude and the
maximum amplitude, the presence of these spikes will lead to
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Fig. 5. Distribution of speech-segment-length to total-signal-length
ratio determined by three VAD detectors: energy-based VAD without
noise removal (blue), energy-based VAD with noise removal (red
dashed), and VAD (Option 2) in ETSI-AMR coder (black dashed-
dot).

(a)

(b)

Fig. 6. (a) A short segment of periodic background in NIST 2008
SRE. (b) The same segment after spectral subtraction.

overestimation of the decision threshold, causing low-energy
speech segments to be mistakenly detected as non-speech. To
address this problem, we have developed a strategy to prevent
the spikes from interfering the threshold estimation. More
specifically, a fixed percentage (e.g., 10%) of the speech file is
assumed to contain signal peaks (including spikes). Then, the
smallest magnitude of these peaks is determined. The VAD
decision threshold θ is a linear combination of the smallest of
the signal peaks and the mean of background amplitude µb,
as follows:

θ = γµb + (1− γ)×min{ap1 , . . . , apL
}, (3)

where 0 ≪ γ < 1 is a weighting factor and {ap1 , . . . , apL} are
amplitudes of L frames with the largest amplitude. Note that
L cannot be too large, otherwise the rank list may include
the peaks of some high-energy speech frames, which will
lead to under-estimation of θ. However, when L is too small,

some medium-amplitude spikes will be missed. In this work
L was set to 1% of the total number of frames in the speech
file. It was found that the influence of spikes can be largely
eliminated by using the minimum amplitude in this ranked list.

Once the VAD decision threshold has been obtained, speech
segments can be detected by comparing the amplitude of
each frame in the file with the threshold. Those frames with
amplitude larger than the threshold are considered as speech
frame. However, some speech files contain segments with
a large DC offset after spectral subtraction, as illustrated
in Fig. 6. These segments should be considered as non-
speech. Therefore, another decision logic is added: Frames
with extremely low zero-crossing rate (smaller than 10% of
background zero-crossing rate) are considered as non-speech.

Fig. 7 shows the pseudo code of the proposed SS-VAD.

IV. EXPERIMENTS AND RESULTS

VAD algorithms are usually evaluated by comparing the
VAD decisions on clean speech against the VAD decisions
on noise contaminated speech [25]. The closer the decisions
between the VAD under these two conditions, the more robust
is the VAD algorithm. However, in NIST SREs, the noisy-
speech files do not have their clean counterparts. Therefore,
there are no references for the VAD decisions on noisy speech
unless hand labelling is performed. Given the large number
of speech files in NIST SREs, hand labelling is out of the
question. A possible solution is to use the performance indexes
(e.g., EER, minimum DCF, and DET) of speaker verification.
This is the approach adopted in this paper.

A. Speech Data, Features, and Scoring
NIST 2005–2008 Speaker Recognition Evaluation (SRE)1

were used in the experiments. NIST’05 and NIST’06 SRE
were used as development data, and NIST’08 was used for
performance evaluations.2 Only male speakers in these corpora
were used.

The core task (short2-short3) of NIST’08 has eight common
conditions. This paper focuses on Common Conditions 1 to 4
(CC1–CC4), because these four conditions involve interview
speech. For example, CC3 reflects the performance of systems
that were trained and tested on different microphones in the
interview recordings. Table I summaries these four common
conditions in NIST’08.

For each utterance, an energy-based VAD, the ETSI-AMR
coder, and the proposed SS-VAD were used to remove the
silence regions, resulting in three segmentation files for subse-
quent feature extraction (see below). For the SS-VAD, different
values of the weighting factor (γ in Eq. 3) were applied to the
speech files in NIST’08. For the speech files in NIST’05 and
NIST’06 used for creating the UBM and Tnorm models, the
weighting factor was set to 0.95.3

1http://www.itl.nist.gov/iad/mig/tests/sre
2Hereafter, all NIST SREs are abbreviated as NIST’XX , where XX stands

for the year of evaluation.
3We fixed the weighting factor for all speech files used for creating the

UBM and Tnorm models because we assume that the optimal value of this
parameter can be obtained during system development.
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// Denoise input signal using spectral subtraction, refer to Eq. 1 
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// Remove DC offset 
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// Find the background frames by searching for � frames with the lowest amplitude among the � frames in the denoised speech 

'��� � � ��( � <;35:02=>0;.�8+)6'��� � � ��(7�$�
// Find the peak frames by searching for � frames with the largest amplitude among the � frames in the denoised speech 
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// Determine VAD threshold $ based on the mean of background frames and the minimum amplitude of peak frames 
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Fig. 7. Pseudo code of the proposed VAD.



Common Train/Test Condition No. of No. of
Condition Targets Trials

1 All Interview speech 622 14405
2 Interview speech, same micro-

phone type for training and test
125 731

3 Interview speech, different mi-
crophone types for training and
test

622 13674

4 Interview speech for training,
telephone speech for test

622 5048

TABLE I
THE TRAINING AND TEST SPEECH TYPES USED IN COMMON CONDITIONS

1 TO 4 IN NIST’08 (MALE SPEAKERS).

Twelfth-order MFCCs [26] plus their first derivative were
extracted from the speech regions of the utterance, leading
to 24-dim acoustic vectors. Cepstral mean normalization [27]
was applied to the MFCCs, followed by feature warping [28].

We used GMM-SVM [29] as target-speaker models. Specif-
ically, interview utterances from the male speakers of NIST’05
and NIST’06 were used for creating a 512-center, gender-
dependent universal background model (UBM). MAP adapta-
tion [30], with relevance factor set to 16, was then performed
for each of the target-speakers to create target-dependent
GMMs. The same MAP adaptation was also applied to 300
background speakers (also from NIST’05 and ’06) to create
300 impostor GMMs. The mean vectors of these GMMs were
stacked to form 12288-dim GMM-supervectors [29]. For each
target speaker, his target-dependent GMM-supervector and the
background GMM-supervectors were used to train a GMM-
SVM speaker model.

To reduce channel effects, 81 male speakers from NIST’05
and NIST’06 were used for estimating the gender-dependent
NAP matrices [31]. Each of these speakers has at least 8
utterances. The NAP corank was set to 128 for both genders.

Three hundered male utterances from NIST’05 were used
for creating T-norm speaker models [32]. The same set
of background speakers used for creating the target-speaker
SVMs were used for creating the T-norm SVMs.

B. Results and Discussions

Table II shows the equal error rate (EER) and minimum
decision cost (minDCF) achieved by the three VAD methods.
The results strongly suggest that preprocessing the noisy sound
files by spectral subtraction is a promising idea. With SS, the
VAD reduces the EER by 21% in CC1. The results also suggest
that the best range of γ in Eq. 3 is between 0.95 and 0.99.
Once this value drops below 0.95, the performance degrades
rapidly. This implies that the peak amplitudes can only be used
as a reference for setting the VAD decision threshold, whereas
the background amplitudes are more trustworthy. However, the
threshold cannot totally relies on the background amplitude,
as the EER and minDCF increase when γ increases from 0.99
to 1.0.

Fig. 8 shows the DET performance (under CC1) of the
three VAD methods. The results show that SS-VAD achieves
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Fig. 8. DET performance on Common Condition 1 in NIST’08 (male).

a significant lower error rates than the ETSI-AMR coder for
a wide range of operating points.

Note that the performance of all systems in Table II under
CC4 is poor. This is because the NAP matrix was trained on
interview speech only, i.e., the matrix is not optimized for
the condition where interview-speech is used for training and
telephone speech is used for testing. Further work is required
to create a NAP matrix to deal with this situation.

We also notice that the VAD in AMR over-estimates the
length of speech segments because the VAD is optimized for
speech coding. One possible solution is to increase the value
of the channel-noise smoothing-factor in the coder (αn in [1])
so that the VAD becomes more stringent.

V. CONCLUSIONS

A voice activity detector specially designed for extracting
speech segments from the interview-speech files in NIST SREs
was proposed and evaluated under the NIST 2008 SRE proto-
col. Several conclusions can be drawn from the experiments
done in this work: (1) noise reduction is of primary importance
for VAD under extremely low SNR, (2) it is important to
remove the sinusoidal background found in NIST SRE sound
files as this kind of background signal could lead to many false
detection in energy-based VAD, and (3) our proposed spectral
subtraction VAD outperforms the VAD in an advanced speech
coder (ETSI-AMR, Option 2) in speaker verification.
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VAD Method γ
EER (%) Minimum DCF

CC1 CC2 CC3 CC4 CC1 CC2 CC3 CC4
Baseline 0.95 8.28 1.93 8.08 13.61 0.0412 0.0085 0.0406 0.0529
Baseline 0.99 8.14 3.57 7.71 12.68 0.0433 0.0153 0.0411 0.0480

ETSI-AMR – 8.51 1.53 8.54 11.05 0.0400 0.0032 0.0396 0.0424
SS-VAD 0.00 16.69 10.21 16.72 19.49 0.0685 0.0524 0.0657 0.0742
SS-VAD 0.80 13.29 5.51 13.40 16.36 0.0550 0.0121 0.0549 0.0542
SS-VAD 0.90 9.09 1.93 9.25 12.21 0.0406 0.0089 0.0408 0.0394
SS-VAD 0.95 6.94 1.12 7.08 9.99 0.0347 0.0081 0.0349 0.0380
SS-VAD 0.99 6.44 1.12 6.37 9.64 0.0319 0.0065 0.0319 0.0376
SS-VAD 1.00 8.94 1.83 8.82 13.11 0.0418 0.0085 0.0410 0.0527

TABLE II
PERFORMANCE ON NIST 2008 SRE UNDER COMMON CONDITIONS (CC) 1 TO 4. γ IN THE 2ND COLUMN IS THE WEIGHTING FACTOR IN EQ. 3 FOR THE

INTERVIEW-SPEECH FILES IN NIST’08. Baseline: ENERGY-BASED VAD WITHOUT NOISE REMOVAL. ETSI-AMR: VAD IN AMR CODER. SS-VAD: THE
PROPOSED SPECTRAL-SUBTRACTION VAD.
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